The Stare-in-the-Crowd Effect in Virtual Reality

Pierre Raimbaud*  
Inria, Univ Rennes, CNRS, IRISA - France

Claudio Pacchierotti  
CNRS, Univ Rennes, Inria, IRISA - France

Alberto Jovane  
Inria, Univ Rennes, CNRS, IRISA - France

Marc Christie  
Univ Rennes, CNRS, IRISA, Inria - France

Julien Petté  
Inria, Univ Rennes, CNRS, IRISA - France

Katja Zibrek  
Inria, Univ Rennes, CNRS, IRISA - France

Ludovic Hoyet  
Inria, Univ Rennes, CNRS, IRISA - France

Anne-Hélène Olivier  
Univ Rennes, Inria, CNRS, IRISA, M2S - France

Figure 1: The stare-in-the-crowd effect describes the tendency of humans in noticing and observing, more frequently and for longer time, gazes oriented toward them (directed gaze) than gazes directed elsewhere (averted gaze). This work analyses the presence of such an effect in VR and its relationship with social anxiety levels. The figure above shows an example of the user’s view during our experiment. All agents, except the woman in the front row wearing a black jacket, have their gaze averted.

ABSTRACT

Nonverbal cues are paramount in real-world interactions. Among these cues, gaze has received much attention in the literature. In particular, previous work has shown a search asymmetry between directed and averted gaze towards the observer using photographic stimuli, with faster detection and longer fixation towards directed gaze by the observer. This is known as the stare-in-the-crowd effect. In this study, we investigate whether stare-in-the-crowd effect is preserved in Virtual Reality (VR). To this end, we designed a within-subject experiment where 30 human users were immersed in a virtual environment in front of an audience of 11 virtual agents following 4 different gaze behaviours. We analysed the user’s gaze behaviour when observing the audience, computing fixations and dwell time. We also collected the users’ social anxiety score using a post-experiment questionnaire to control for some potential influencing factors. Results show that the stare-in-the-crowd effect is preserved in VR, as demonstrated by the significant differences between gaze behaviours, similarly to what was found in previous studies using photographic stimuli. Additionally, we found a negative correlation between dwell time towards directed gazes and users’ social anxiety scores. Such results are encouraging for the development of expressive and reactive virtual humans, which can be animated to express natural interactive behaviour.

Index Terms: Human-centered computing—Visualization—Visualization design and evaluation methods; Human-centered computing—User studies; Applied computing—Law, social and behavioral sciences;

1 INTRODUCTION

Immersion in virtual worlds populated by autonomous humans necessarily raises the question of their interactions with the user. It is now widely demonstrated that the realism of the immersive world and the level of presence felt by the user is, at least partially, correlated to the interaction capabilities of the virtual humans [7,45,50].

The field covered by these interaction capacities and by their different modalities is very broad, therefore, we focus here on the non-verbal interaction capacities of virtual humans, to communicate a message by their attitudes, their gestures, their positions in relation to a user. More specifically, we are interested in the gaze behaviour of virtual humans and their perception by the users (see for example the overview of eye-gaze behaviour for virtual agents in [44]).

In the current research, we are interested in the initiation of an interaction between virtual humans and a user, and we ask whether the virtual humans’ gaze behaviour can be useful in initiating it. Can the gaze trigger a mutual gaze between the user and the virtual human? Can it focus the user’s attention on it? Can this constitute the starting of an interaction through nonverbal communication?

These issues have been addressed outside the field of Virtual Reality (VR) through a protocol called the “stare-in-the-crowd effect” [51], which demonstrated that when multiple faces are exposed to a subject during a visual search task, the detection of faces whose gaze is directed towards the subject is faster (vs. averted ones). It has also been shown that in free visual tasks, visual attention is affected by the presence of directed gaze among averted ones [15].

While these observations were made primarily on the basis of photographic stimuli, in our work we question whether such effects are maintained when a user is immersed in VR. To answer that, we replicate the experiment of Crehan et al. [15], adapting it to VR. We aim at analysing whether the presence of the stare-in-the-crowd effect is retained when observing a virtual crowd, as well as how it is affected by the self-assessed social anxiety levels of the users.

In Section 2, we give an overview of the related literature, and outline our work accordingly. In Section 3, we introduce the objective and hypotheses about our VR replication of the stare-in-the-crowd effect. Section 4 details the experiment, and Section 5 our results. We finally discuss them in Section 6 before concluding in Section 7.

2 RELATED WORK

2.1 Nonverbal communication behaviours

By definition, nonverbal communication refers to any interpersonal exchange that does not use spoken language. It relies on different
interaction aspects, notably described in the studies of proxemics and kinesics, where posture and motion of the head, body, and limbs, and gaze behaviours are relevant cues of investigation [23]. Since nonverbal cues are paramount for humans in their daily social interactions [10], previous studies have investigated (i) how to reproduce these cues in virtual environments, to make users interact with virtual agents [5,40,48], and (ii) to what extent effects induced by nonverbal communication cues could be reproduced in VR [2,4,9,34].

When assessing VR users’ social behaviours, it has been shown that the design of nonverbal behavioural cues of virtual characters can influence users’ feelings in such populated environments. To measure these responses, estimations of presence and engagement have been used as an evaluation of the naturalness of users’ interactions [1,24]. In social VR, the design of such cues also contributes to this naturalness. In this respect, Li et al. [29] evaluated the presence, the interaction quality and its social meaning as felt by users, in a photo sharing task. They showed that VR users exhibited social interactions close to real-life behaviour, and that such behaviours were improved compared to only video-based exchange environments. Similarly, Roth et al. [43] showed in a conversational task situation the importance of designing realistic gaze cues to improve presence.

Moreover, authors have shown the ecological validity of VR to reproduce real-life nonverbal communication human behaviours [39], Iachini et al. [26] showed that proximity behaviour to virtual agents in VR resembles the proximity people exhibit in the real-world. For gaze behaviours in dyadic interactions, Bailenson et al. [3] showed the preservation of the equilibrium between mutual gaze and personal space distance in VR. Additionally, Garau et al. [20] showed the effect of an inferred-gaze model on perceived quality of communication in VR, compared to a random-gaze model. In line with this, Nummenmaa et al. [35] showed the importance of VR users’ interpretation of virtual agents’ gaze cues in order to avoid collisions when navigating towards another them. For user-virtual agent interactions in the context of a crowd, Narang et al. [34] also confirmed the importance of the modelling of gaze interactions, reflected by an increase of the believability of the interaction when comparing it with and without using gaze models in the virtual environment.

To conclude, previous studies have shown the importance of nonverbal communication during interactions between a user and virtual agents, where VR is able to preserve real world behaviour, as assessed by the social behaviours of VR users among a virtual audience [26,35] and by users self-assessments such as presence and engagement [11,21]. In this paper, we are notably interested in gaze behaviour in the frame of its ability to initiate an interaction [33], which has received little attention in the VR literature. We will describe in the next section the so-called stare-in-the-crowd effect.

2.2 The stare-in-the-crowd effect

The stare-in-the-crowd effect is a gaze behaviour effect that reflects the existence of a search asymmetry between directed and averted gazes when users face a crowd: directed gazes are detected faster than averted ones and cause more frequent and longer fixations [51]. Won Grunau and Anston [51] showed this effect through the evaluation of a visual search task, i.e., detection of an averted gaze onto directed ones and vice versa, using photographic stimuli. Other previous work showed it with similar experimental designs [17,42]. Additionally, the extendability of this effect has been evaluated using other stimuli. In this regard, Colombo et al. [13] showed that 3D geometric shapes that appear to be facing users (cones) activate a stare-in-the-crowd effect, and that this was caused by their orientation and not by asymmetry nor contrast differences. They concluded that this effect is not necessarily due to a particular saliency of the eyes but rather due to the intentionality conveyed by the stimulation.

It should also be mentioned that some studies have mitigated the existence of the stare-in-the-crowd effect, notably by refuting the fact that this effect occurs in any configuration [14,37,38]. Palanica et al. [38] found that this effect was strongly modulated by gazes positions in the crowd and by interactions of target position and gaze direction. It was also demonstrated that the nature of the task is relevant [37], i.e., between a visual search task where it is asked to detect the specific gaze and report its position in the crowd and one with detection only. For both tasks, a stare-in-the-crowd effect was found but not on the same aspects (accuracy vs. rapidity), while the effect of gaze positions in the crowd on the results was still present.

In this regard, to our knowledge, Cooper et al. [14] found the most contrasting results in the literature regarding the stare-in-the-crowd effect. They focused on the original experimental design of Grunau and Anston [51], addressing the study of the expected asymmetry about users’ reaction time in favour of direct gazes. First, they succeeded in replicating Won Grunau and Anston’s results [51], using photographs—here with heads only. Then, their other experiments considered other gaze condition comparisons, notably with several kinds of averted gazes: these supported the absence of the stare-in-the-crowd effect as defined previously [51]. As a result, this study can be considered for future studies as a caveat in favour of (i) the control on averted gaze stimuli, and against (ii) the use of the visual search paradigm to study the stare-in-the-crowd effect and (iii) the evaluation of the effect only over its rapidity asymmetry aspect.

Following Cooper et al. recommendations, Crehan et al.’s study is therefore of the utmost importance, since it proposes a new evaluation paradigm [15]: the visual search task is replaced by an observation task, and the effect is measured through eye-tracking. With this paradigm and its associated metrics such as total gazing time—dwell time, and first fixation time and duration, they also observed the stare-in-the-crowd effect, still using photographs—here with complete bodies. Moreover, they studied dynamic conditions, where gazes changed from averted to direct ones and vice-versa, replicating some natural eye-gaze interactions: being caught staring at someone and catching someone else staring. They found that these dynamic conditions affect user gaze behaviour similarly to directed gazes.

2.3 Social anxiety and gaze behaviour

Social anxiety is related to discomfort and avoidance of social situations due to one’s fear of negative evaluation from the side of others [12]. Such anxiety can be reflected by body cues such as heart rate increase, both in real-life situations [41] and virtual ones [27]. Another common trait of socially anxious people is a high sensitivity to eye-contact, particularly elevated fear of direct gaze signal and avoidance of the eye-region of others [6]. This trait is pronounced in socially anxious individuals to avoid eye-contact could be indicated either by directed or averted gaze of the other, depending on whether it is signalling a negative response or not. Such behaviours have been also shown in virtual reality with groups of virtual agents [52]. In this regard, Lange and Pauli [28] found that for neutral conditions, socially anxious individuals gaze less at the head of the agent, confirming the expected avoidance of gaze contact for virtual humans.

3 Objective and hypotheses

In the present study, we aim at investigating the perception of nonverbal cues when a user is immersed in a virtual environment populated with virtual agents. Our main objective is to study the reaction of users, through their gaze behaviour, when facing a virtual crowd where agents can either look at them or look away.

Previous studies using eye-tracking investigated user’s gaze when observing photographs depicting a seated audience. They showed users’ preference for gazing at individual subjects in these photographs, whose gaze was directed towards them rather than averted from them, also called the stare-in-the-crowd effect [51]. According to the literature, VR can be used to depict social interactions with user’s behaviours that are close to real-life ones. We are thus interested in the presence of this effect in VR—an environment more adapted to natural human interactions than photographs.
Towards this objective, we propose two hypotheses, H1 and H2.

First, we expect that we will observe the same effect as reported in Crehan et al. [15] using a series of photographs, but in VR.

- H1: The stare-in-the-crowd effect is preserved with virtual agents in VR.

This means that eye-tracking data will show more saliency characteristics (number of fixations, gaze duration) towards the agent who is directing its gaze towards the user as opposed to when the agent is not looking at the user. Moreover, we also expect the same effect comparing the static averted condition to each dynamic one, i.e., during the phenomena being caught staring and catching someone else staring. However, for these gazing conditions we expect a lower magnitude of effect than for the static directed gaze one, since the time when the agent is looking at the user is shorter. Finally, we are also interested in the comparison between the behaviour of the user in the dynamic conditions as opposed to static directed one.

Moreover, it has been shown previously that social anxiety influences VR users’ gaze behaviours towards a virtual crowd, in a similar way to when interacting with humans in physical reality [28, 55]. Indeed, a higher social anxiety is typically correlated with a lower rate of mutual eye contact towards directed gazes than in the case of socially non-anxious individuals [6, 46]. Therefore, we expect that:

- H2: There will be a negative correlation between the time spent gazing towards the agents who are staring at the user and the user’s level of social anxiety.

This suggests a possibility that the stare-in-the-crowd effect will depend on the amount of socially anxious individuals in our test sample. With many users scoring high on social anxiety this effect could disappear completely, thus, it is relevant to explore this relationship. It is also important to note that in some cases lack of gaze towards a socially anxious individual can be more frightening, as it can signal disinterest. However, we created the experimental conditions where the context of the averted gaze would not be interpreted like this.

4 Experiment
4.1 Overview

To study the stare-in-the-crowd effect in VR, we designed an experiment inspired by Crehan et al. [15], which demonstrated the presence of this effect using photographs. In our experiment, the user is asked to observe a virtual crowd where the gazes of the virtual agents are manipulated according to a series of target conditions/behaviours, similarly to Crehan et al. [15]. These crowd gaze conditions are:

- Averted - A: no virtual agent looks towards the human user during the observation task (see Fig. 2.1);
- Directed - D: one virtual agent, referred to as the “active agent”, stares at the user at the beginning of the observation task and will keep staring at him or her until the end of the task, while no other virtual agent stares at the user (see Fig. 2.2);
- Averted-then-Directed - AD: no virtual agent looks towards the user at the beginning of the observation task, but the active agent will start staring at the user once looked at and will continue to stare until the end of the task (see Fig. 2.3);
- Directed-then-Averted - DA: the active agent stares at the user at the beginning of the observation task, but will stop once looked at, while no other virtual agent staring (see Fig. 2.4).

Examples of such gaze behaviours in our VR implementation can be seen in the supplementary video.

We asked users to observe the virtual crowd, without telling them to actively searching for directed or averted gazes. Such indications are different with respect to some previous studies [13, 17, 42], but consistent with Crehan et al. [15, 16]. In line with Crehan et al. [15], we also propose to use an eye-tracking system to evaluate the users’ gaze behaviours instead of using a search task, which would be less natural. However, opposite to previous studies [13–17, 19, 42], we use a crowd of virtual agents in VR as visual stimuli (see Fig. 3).

4.2 Virtual environment and stimuli creation

The virtual environment we used here, shown in Fig. 3, was created using Unity 2021.2.0b9. It is composed of a room, resembling a classroom or a conference room, equipped with standard pieces of furniture as well as individual chairs placed on a wooden stage. Virtual agents (our virtual crowd) are seated on these chairs, like an audience, 1m away from the user at the minimum. All virtual agents are clearly visible to the user, without any occlusion between their heads. The wooden stage hides part of the virtual agents’ bodies, so as to make the user focus on their faces. Similarly to the photographic stimuli used in Crehan et al. [15], the virtual audience was slightly (10°) oriented to the right, as well as the user (20°).

Moreover, the user was placed slightly on the right of the virtual crowd. Such position/orientation choice was chosen for two main reasons: (i) to have all the virtual characters in the user’s initial field of view, since they appear at real scale (1:1)); and (ii) to allow virtual agents to look towards the user’s position without needing to rotate their head, but only their eyes, while maintaining a natural gaze behaviour (e.g., horizontally rotating the eyes a maximum of 30° with respect to the head). These two aspects ensured that all virtual agents could be easily viewed, and that eyes orientation would be the main difference between them, with different gaze behaviours but similar head orientation, thus avoiding such kind of bias [32].

We considered eleven virtual agents’ models from the Microsoft RocketBox adult avatars collection [22], including six females and five males. Fig. 3 shows this virtual audience from top and from the user’s point of view. Additionally, we placed another male model in front of the crowd, as if he was giving a presentation to them. However, no speech could be heard by the user, it was only to provide a social setting, and to justify why the crowd was looking towards a common point away from the user. To increase the naturalness of
We collected two types of data: (i) continuous user's gaze behaviour and (ii) social personality data after it. For (i), gaze behaviour was collected using the embedded eye-tracking system of the VR headset. At each frame, the user’s gaze information was logged along with the timestamp and the current gaze condition of the virtual crowd (A, D, AD, or DA). This gaze information was indicating the presence or the absence of a hit on the head of the “active agent”, computed using the 2D screen position of the VR user’s gaze and the current 2D scene viewed by the user.

For (ii), information about users’ social anxiety was collected after the experiment through a questionnaire. We used the standardised questionnaire based on the Liebowitz Social Anxiety Scale [30]. This one allows for the evaluation of social anxiety through self-estimation of the levels of fear and avoidance of a person in determined social situations. A score can be computed from the answers, ranging from 0 (not socially anxious) to 144 (very socially anxious).

### 4.5 Experimental procedure

First, an informative document about the study was given to the users, along with the informed consent form and oral explanations to answer any questions. Once ready, users were seated on a chair and equipped with the FOVE headset. A calibration of the eye-tracking system was performed to ensure the quality of gaze data collection.

Then, the users were immersed in our virtual environment for a brief training phase, where they had time to familiarise with the environment and setup. During this phase, all agents of the virtual crowd were looking at the virtual speaker, were not changing their gazing behaviour over time, and random agents would be blinking in the crowd. Users were free to look both at the crowd and behind them to see the virtual speaker – which was not talking, to understand the context of the scene. It was explained to them that their task would be to face and observe the virtual audience, and to not look at the virtual speaker after the training phase. No information about gazing behaviours or any other specific tasks to complete were provided.

After this training phase, users were asked to perform 72 trials of this observation task, each lasting 16 seconds. All users were exposed to the same trials i.e., all the tested conditions described in Sec. 4.1. Each combination of “gaze condition/behaviour” per “active virtual agent positioning” was shown twice to each user, leading to: 4 gaze behaviours × 9 possible active agents × 2 repetitions = 72 trials in total. In order to make it possible for the user to rest during the experiment, the trials were ordered in 3 blocks, with equal number of gaze conditions presented in each block of 24 trials, as well as the distribution of the active virtual agent. Order of active agents was randomised inside each block. In averted conditions, an agent was chosen randomly and the position of these agents was balanced with the agents in the other conditions, which all include a directed gaze. Additionally, virtual agents’ models were randomly switched between all eleven positions, so that the appearance of the models would not influence the results. A 3-seconds black screen was displayed to the users between each trial. During this pause, users were asked to re-position their head and gaze orientation to the virtual speaker after the training phase, no information about gazing behaviours or any other specific tasks to complete were provided.

Finally, users were asked to fill a post-experiment questionnaire with the social anxiety questions, along with demographic ones (age, gender, experience with VR and games) and a free comment section.

### 4.6 Metrics

From the eye-tracking collected data, we computed different metrics related to the users’ gaze towards the active agent of the crowd. Gaze activity was split between saccades when such activity was shorter than 150 ms, and fixations when it was longer [31,53]. For each trial, we considered the following metrics in line with Crehan et al. [15].

**4.4 Data collection**

We collected two types of data: (i) continuous user’s gaze behaviour during the VR experience, and (ii) social personality data after it.
• Dwell time: the total time spent looking at the active virtual agent;
• Fixations count: the total number of fixations on the active virtual agent;
• First fixation time: the time of the first fixation on the active virtual agent, counted from the beginning of the trial;
• First fixation duration: the length of the first fixation;
• Second fixation time: the time of the second fixation on the active virtual agent, counted from the beginning of the trial;
• Second fixation duration: the length of the second fixation.

All the above metrics are used to identify the stare-in-the-crowd effect, particularly the dwell time and fixation count metrics that are computed even in absence of multiple fixations on the active agent. The analysis of first and second fixations are also important to better understand user’s gaze behaviours, even though they are not always present in stare-in-the-crowd related studies. But they are particularly relevant for the dynamic conditions that we included here, where the user’s first fixation on the active agent triggers the change in its gaze behaviour (from averted to directed or vice-versa).

5 RESULTS AND DISCUSSION
5.1 Gaze behaviours
According to our objectives and hypotheses, we focused on five comparisons, related to three cases: (1) the stare-in-the-crowd effect in static conditions, (2) catching someone else staring and (3) being caught staring phenomena, in line with Crehan et al. [15]. For (1), we compared the averted to the directed gaze conditions – A vs. D. Then, we compared each static condition with each dynamic. For (2), averted versus averted-then-directed – A vs. AD, and directed versus averted-then-directed – D vs. AD. For (3), the averted versus directed-then-averted – A vs DA, and directed versus directed-then-averted – D vs. DA. For pairwise comparisons, we ran dependent paired samples t-tests on the six metrics we described in Sec. 4.6 as continuous variables. Such tests guarantee conservative results in the comparison between different gaze conditions. The normal distribution assumption was verified for 25 of our 30 dependent paired samples when running a Shapiro-Wilk test: we ran Student’s t-tests for these samples, and Wilcoxon signed rank tests for the remaining ones. Due to our multiple comparison design, we conducted a Bonferroni correction which changed our target significance level from $\alpha=0.05$ to $\alpha=0.00166$.

Results are shown in Tables 1 to 5. For each metric, they contain the means and standard deviations, along with significance level, plus statistics and effect size (both when doing Student’s t-test). They are shown by comparison of pairs, in Table 1 for conditions A vs. D, Table 4 for A vs. AD, Table 5 for D vs. AD, Table 2 for A vs. DA, and Table 3 for D vs. DA. These results are based on the averages obtained by each user across all trials that share the same gazing conditions regardless of position, i.e., 18 in total for each condition. In these tables, a symbol * indicates a p-value < 0.00166, ** a p-value < 0.00033, and *** a p-value < 0.00003.

Comparison A vs D interpretation.
As shown in Table 1, p-values from the metrics dwell time, fixation count, first and second fixation durations were all significant, with higher values on the directed condition, which are all indicators of the presence of a stare-in-the-crowd effect. We also expected users to spot the active agent in the directed gaze condition sooner, which should be reflected through significantly earlier first fixation time. Such results have been reported and used to confirm the presence of a stare-in-the-crowd effect in previous studies with drawing or photographic stimuli [42, 51]. However, in our experiment, first fixation time results do not reveal such a significant difference. For this metric, we discuss our results later in this section (see Active agent’s position effect and Table. 7 with its analysis).

Based on the expectations of the stare-in-the-crowd effect, our results nonetheless show a significantly earlier second fixation time on the directed condition compared to the averted one, following the trend expected for the first fixation time. Fig. 4.1) summarises the comparison between the results on averted and directed conditions and its interpretation for the stare-in-the-crowd effect.

When comparing with Crehan et al. [15], we found the same results on all our metrics, except for the significantly longer duration for the first fixation in the directed condition in our experiment. Nonetheless, this result is in line with other previous studies [42, 51] and the stare-in-the-crowd effect by definition. In addition, it could be explained by a stronger effect of VR to capture attention with directed gazes, as suggested by our larger effect size results for the other metrics, compared to Crehan et al.’s ones [15].

Comparison A vs DA interpretation. As shown in Table 2, first fixation duration, dwell time and fixation count were significantly different between averted and directed-then-averted conditions, with higher values in the latter. In contrast, second fixation duration and second fixation time were not significantly different between these conditions. First fixation time metric did not show significant differences either; for this result, see the discussion point Active agent’s position effect later in this section. The results for all the other five metrics might be understood and explained according to the procedure of the directed-then-averted gaze trial. Indeed, in this condition, once the first fixation had started on the active agent, users could observe a dynamic gaze change. This might have captured their attention and could explain the fact that they stared significantly longer towards the active agent during the first fixation. After, the active agent entered the averted gaze condition: this could explain why the directed-then-averted condition results of second fixation duration and second fixation time were not significantly different compared to the averted condition ones. Finally, dwell time and fixation count were nevertheless significantly higher in the dynamic condition, which could be explained by the multiple rechecks by users towards the active agent during the remaining time of a trial, to see if the agent would look at them again. Fig. 4.2) summarises the comparison between the results on the averted and directed-then-averted conditions and its interpretation in relation with the
The first fixation started, which can explain the with the ones observed for these metrics on the averted vs. directed
Time and duration in ms.

case instead of finding a significant difference for the second fixation duration. Our differences may come from the specifics of our setup, e.g. using VR that adds depth and space information, unlike photographs.

As shown in Table 3,

Comparison D vs DA interpretation. As shown in Table 4, dwell time, fixation count, first fixation duration, second fixation duration and second fixation time were significantly different between conditions averted and averted-then-directed, with lower value for the second fixation time and higher values for the other metrics in the averted-then-directed condition. These results confirm the stare-in-the-crowd effect in VR: indeed in an averted-then-directed condition, once started the first fixation on the active agent, its gaze remains a directed gaze, therefore significant differences are consistent with the ones observed for these metrics on averted vs directed comparison. Moreover, first fixation time was not significantly different between the two conditions, which is coherent since in both conditions the active virtual agent starts with an averted gaze.

In addition, compared to our results, Crehan et al. [15] did not observe the stare-in-the-crowd effect in all the metrics, since they found no effect of dwell time or fixation count. However, as we did, they found a significant difference for the second fixation duration. Our differences may come from the specifics of our setup, e.g. using VR that adds depth and space information, unlike photographs.

As shown in Table 5, dwell time, fixation count, first fixation duration, second fixation duration and second fixation time were significantly different between conditions averted and averted-then-directed. These results confirm the stare-in-the-crowd effect in VR: indeed in an averted-then-directed condition, once the first fixation on the active agent had started, its gaze remained averted, thus significant differences are consistent with the ones observed for these metrics on the averted vs. directed comparison. In a similar way, in both conditions, the agent's gaze was directed before the first fixation started, which can explain the absence of the significant difference for the first fixation time. After that, for the first fixation duration and the second fixation time, the absence of significant difference between these two conditions is consistent with the interpretation given for averted vs. directed-then-averaged conditions and could thus be explained the following: the gaze change of the active agent that occurred at the beginning of the first fixation could have captured the VR users’ attention at a level not significantly different to the one caused by a directed gaze for the first fixation in terms of duration, and could have nonetheless made them check back towards this agent as soon as in the directed gaze condition, therefore through an early second fixation on it.

In addition, compared to our results, Crehan et al. [15] did not observe the stare-in-the-crowd effect in all the metrics, since they found no effect of dwell time or fixation count. However, as we did, they found a significant difference for the second fixation duration. Our differences may come from the specifics of our setup, e.g. using VR that adds depth and space information, unlike photographs.

Comparison A vs AD interpretation. As shown in Table 4, dwell time, fixation count, first fixation duration, second fixation duration and second fixation time were significantly different between conditions averted and averted-then-directed, with lower value for the second fixation time and higher values for the other metrics in the averted-then-directed condition. These results confirm the stare-in-the-crowd effect in VR: indeed in an averted-then-directed condition, once started the first fixation on the active agent, its gaze remains a directed gaze, therefore significant differences are consistent with the ones observed for these metrics on averted vs directed comparison. Moreover, first fixation time was not significantly different between the two conditions, which is coherent since in both conditions the active virtual agent starts with an averted gaze.

In addition, compared to our results, Crehan et al. [15] did not observe the stare-in-the-crowd effect in all the metrics, since they found no effect of dwell time or fixation count. However, as we did, they found a significant difference for the second fixation duration. Our differences may come from the specifics of our setup, e.g. using VR that adds depth and space information, unlike photographs.

Comparison D vs AD interpretation. As shown in Table 5, dwell time, fixation count, first fixation duration, second fixation duration and second fixation time were not significantly different between the two conditions. These results are coherent since in the averted-then-directed condition, once the first fixation on the active agent had started, its gaze remained directed, i.e., with a gaze similar to the directed condition. Finally, for the first fixation time metric, there was no significant difference; see the paragraph Active agent’s position effect for the discussion of this result. In addition, all our results are coherent with Crehan et al.’s ones [15].

Active agent’s position effect. In addition to these results that
average all the data by gaze condition, our metrics can also be computed based on the averages obtained by each user across the trials that share both the same viewing conditions and the same position of the “active agent” in the crowd and therefore in the user’s field of view – 2 repetitions in total for each condition. Due to the variability of the number of fixations across conditions and users, dwell time and fixation count metrics were preferred here over fixation time and duration metrics, since the former ones can always be computed even when no fixations occurred on the expected agent during the trials – in that case, missing values would be reported for the other metrics when computing averages. For these nine position conditions, we only compared the averted and directed gaze conditions here, as they were the most representative ones for the evaluation of our hypothesis H1. For our two metrics, the normality assumption could not be verified for all our dependent paired samples, thus Student’s t-tests or Wilcoxon signed rank tests were run depending on the case. Due to our multiple comparisons, we conducted a Bonferroni correction that changed our target significance level from \( \alpha = 0.05 \) to \( \alpha = 0.00555 \). Table 6 shows the results of these comparisons for the dwell time on the left, and for the fixation count on the right. In the tables, a symbol * indicates a p-value < 0.00555, ** a p-value < 0.00078, and *** a p-value < 0.00011.

<table>
<thead>
<tr>
<th>Gaze comp.</th>
<th>A vs D</th>
<th>A vs DA</th>
<th>D vs A</th>
<th>A vs AD</th>
<th>D vs AD</th>
</tr>
</thead>
<tbody>
<tr>
<td>Left</td>
<td>p-value</td>
<td>p-value</td>
<td>p-value</td>
<td>p-value</td>
<td>p-value</td>
</tr>
<tr>
<td>Left-close A - Left-close D</td>
<td>0.00263 *</td>
<td>0.00078 **</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Left-middle A - Left-middle D</td>
<td>0.71318</td>
<td>0.43556</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Left-far A - Left-far D</td>
<td>0.09092</td>
<td>0.05810</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Centre-close A - Centre-close D</td>
<td>&lt;0.00001 ***</td>
<td>&lt;0.00001 ***</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Centre-middle A - Centre-middle D</td>
<td>&lt;0.00001 ***</td>
<td>&lt;0.00001 ***</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Centre-far A - Centre-far D</td>
<td>0.00137 *</td>
<td>0.00399 **</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Right-close A - Right-close D</td>
<td>0.00001 ***</td>
<td>&lt;0.00001 ***</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Right-middle A - Right-middle D</td>
<td>0.00006 ***</td>
<td>0.00074 **</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Right-far A - Right-far D</td>
<td>0.00008 ***</td>
<td>0.00021 **</td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

Table 6: Metrics comparison for each position A vs. D - dwell time and fixation count

These results show an effect of the active agent’s position on the dwell time and fixation count results when comparing averted and directed conditions. For seven out nine positions a significant difference was found between these two conditions for this metric, revealing the presence of a stare-in-the-crowd effect; in contrast, for the middle and far left positions, no significant difference was found. Nonetheless, this result is in line with previous studies that discussed the real existence of a stare-in-the-crowd effect across any stimulus positions [14] and any position in the user’s field of view [37, 38]. In addition, we found that this absence of significant difference between averted and directed condition was due to a larger time spent on the middle/far left field of view on the averted gaze conditions rather than to a lower one on the directed condition, compared to the results obtained on other positions. This could be explained by a leftward bias of humans during a visual exploration on a scene, as described in the literature [8, 18, 36]. Finally, this difference on the left may also have been caused by our experimental stimuli. Indeed, in our experiment, we directed gazes of the virtual crowd were always towards a distractor – our virtual speaker – positioned at the left of the user, meaning that the majority of the virtual crowd was looking in that direction. Yet, in their study about the stare-in-the-crowd effect, Palanica et al. [38] found a congruency effect of the averted gazes on the user’s gaze behaviour, in the sense that active agents whose positions were in the direction signaled by averted gazes were detected faster. Similarly, Sun et al. [49] also found an effect of the perceived direction of the gaze of the virtual crowd on users’ gaze behaviour, where users tend to look towards the same direction that they perceive when the majority of the crowd is looking towards one particular direction – in our case to the left.

We also wanted to test if the active agent’s position could have affected other metrics than dwell time and fixation count. We found an effect for the first fixation time on the trials where the active agent was in the centre – without distinction of depth i.e. 6 trials in total for each gaze condition (3 positions by left/central/right zone * 2 repetitions for each user). For these data samples, the normality assumption could not be verified for all our dependent paired samples, thus Student’s t-tests or Wilcoxon signed rank tests were run depending on the case. Due to our multiple comparisons, we conducted a Bonferroni correction that changed our target significance level from \( \alpha = 0.05 \) to \( \alpha = 0.016 \). Table 7 shows the results of these first fixation time comparisons, with one column for each gaze comparison studied, one line for each position zone – left/central/right, and one final line with the p-value previously obtained with the global data without position distinction. In this table, a symbol * indicates a p-value < 0.0160, ** a p-value < 0.0033, and *** a p-value < 0.0003.

Table 7: First fixation time metric - comparisons by pair of gaze conditions and across position zones

These comparison results give new insights on the first fixation time metric, and allow for new interpretations about the effect of gaze conditions on it. First the data where all positions are gathered show no significant differences between any gaze conditions, as well as the results considering only left or right positions. However, data related to central positions reveal different results with: 1) the presence of significant differences for the comparisons between averted and directed gaze conditions (A vs. D), and 2) the absence of significant differences for the other comparisons. Such results are interesting because they are the ones that were expected according to the stare-in-the-crowd effect: indeed, before the first fixation, the three comparisons present the expected results among active agents (D vs. AD), and directed and averted-then-directed ones (D vs. AD), and 2) the absence of significant differences for the other comparisons. We may have found this effect only in the central position because of visual differences between VR and photographs. Photographs resolution allows for high-quality display of a crowd in a narrow field of view, about 30° for a user looking at a computer screen. In contrast, our VR setup the total field of view was larger for the user (the 100° of the FOVE headset), but, because of resolution issues and the scale 1:1 for the agents used to provide immersion in VR, more space was required for each agent. Therefore, it could explain why previous results are equivalent to our central part results.

5.2 Gaze behaviours and social anxiety

To investigate whether users with a higher level of social anxiety were less likely to gaze towards agents who are gazing at them, we computed correlations between the final score on the social anxiety questionnaire, i.e., the Liebowitz Social Anxiety Scale, and our gaze metric data. This final social anxiety score can range from 0 to 144, with low score depicting absence of social anxiety and high score depicting a significant presence of social anxiety. We conducted a Shapiro-Wilk test to determine if our variables were normally...
distributed or not. As some of them were not normally distributed and to be able to compare the correlation coefficients between themselves, we conducted Spearman’s rank-order correlation on our data, between the final social anxiety scores and the gaze metrics results.

As expected, we found some negative correlations between social anxiety and metrics of the eye-tracking data. In particular, dwell time for directed (D) and dynamic conditions (DA, AD) showed significant negative correlations (D : $r_s = -0.42$, $p = 0.022$; AD : $r_s = -0.57$, $p = 0.001$; DA : $r_s = -0.37$, $p = 0.047$), indicating that the more socially anxious the user was, less time he or she spent observing the agent whose gaze was directed towards them. The correlation was particularly high in the AD condition (getting caught staring). Other metrics were not correlated with social anxiety, except for the averted condition first fixation duration ($A : r_s = -0.40$, $p = 0.028$) and the averted-then-directed condition fixation count (AD : $r_s = -0.49$, $p = 0.006$).

6 GENERAL DISCUSSION

Our study evaluated VR users’ gaze behaviours depending on different gaze conditions that were applied to a virtual crowd, and therefore aimed to test the stare-in-the-crowd effect in VR. Our H1 hypothesis was that the stare-in-the-crowd effect would be preserved in VR, and H2 hypothesis that we would observe a negative correlation between the time spent towards the agents who are staring at the user and the user’s level of social anxiety.

In terms of verifying H1, we compared our results with the one obtained by Crehan et al. [15] using similar metrics, and found similar effects, confirming the stare-in-the-crowd effect in VR. Some differences with the previous study were found also, but we were able to find explanations for this (see section 5.1). One major difference was that we used a VR environment that could have affected the user and the user’s level of social anxiety.

Regarding H2, our results show that social anxiety is negatively correlated with dwell time for all conditions that include directed gaze. Therefore, on average, the higher the social anxiety, the less time users spent looking at the agents when their gaze was directed towards them, which is in line with the gaze behaviour of socially anxious individuals [6]. Particularly interesting is the result that the averted-then-directed condition (‘being caught staring’) had the strongest correlation compared to other conditions, meaning that socially anxious individuals were particularly sensitive to agents who looked at them after the user saw them. Other metrics (fixation time, etc.) were not correlated, meaning that perhaps the additive effect of dwell time metric was stronger. However, we did get the negative correlation with fixation count for the averted-then-directed condition again, but also for the averted condition, with the first fixation duration. The latter could indicate that users with higher social anxiety may avoid to look at characters at the very beginning of the trial for fear of meeting their gaze. Some users reported their fear of the virtual agents in our post-experiment questionnaire and reported avoiding agents who were staring at them: “actually, older people are super scary”, “embarrassed by the stare of the avatars towards me, I run away from them rather quickly”, “some avatars felt creepier than others, their gaze felt heavier when they were looking for afar, and more normal or natural when they were actually just in front of me”.

7 CONCLUSIONS AND FUTURE WORK

This work addressed the well-known stare-in-the-crowd effect, which predicates the existence of a search asymmetry between directed and averted gaze towards the observer, with faster detection and longer fixation towards directed gaze. In other words, it represents the tendency of humans in noticing and observing, more frequently and for longer time, gazes oriented toward them (directed gaze) than gazes redirected elsewhere (averted gaze). The existence of the stare-in-the-crowd effect has been already proven using photographic stimuli, but never in VR.

Our results confirmed the stare-in-the-crowd effect in VR alongside the evidence that this effect is milder with people reporting higher social anxiety levels. With this, we showed that gaze can indeed change the focus of attention of a user, and potentially trigger the interaction with an agent. Such results are very encouraging, since they can improve our understanding of social interactions in VR applications and help design more engaging experiences with agents. For example, our gaze conditions could be used to initiate the interaction with the user in a virtual crowd. We also demonstrated a simple dynamic gaze condition that signals complex social behaviour, e.g., directed-then-averted gaze could potentially be interpreted as a sign of embarrassment of the agent. These subtle gaze conditions could be explored further to create more believable social interactions in VR.

In the future, we plan to explore the stare-in-the-crowd and other related effects in more complex scenarios, e.g., including more dynamic and heterogeneous virtual agents, changing their number, giving the user different tasks. Moreover, we will expand our analysis to also consider further social and behavioural aspects of our human users, so as to see how they relate to the gazing times. Finally, we want to expand the subjects pool for achieving a better balance in terms of gender and age, which will also enable us to analyse the effects of such characteristics on the results.

ACKNOWLEDGMENTS

The authors wish to thank the participants of the experiment. This work received funding from the European Union under grant agreement No 856879 (H2020 ICT-25 RIA PRESENT project), as well as the Britanny Region, project SAD-2019-REACTIVE, No 19023.


