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ABSTRACT

A hybrid approach to room impulse response synthesis
and auralization is developed in the context of an energy-
stress tensor based model of stochastic reverberation. This
method for efficiently computing spatially varying en-
ergy envelopes has been demonstrated to represent the
sound field in a sufficiently-diffusing 1-dimensional hall-
way above 250 Hz. To synthesize a realistic impulse re-
sponse from the computed decay curves, the direct path,
early reflections, and low frequency portion of the sound
field must be calculated separately and then combined with
the stochastic field to form a hybrid scheme. In this work,
we propose one strategy for generating the stochastic field
from the aforementioned energy envelopes and suggest
the use of a typical pressure-velocity wave-based scheme
and the image source method to generate the other nec-
essary sound field components. Because of the efficiency
of the energy-stress tensor based method and the reduced
demands on the secondary simulation technique, such a
hybridization presents a promising architecture for future
real-time auralization in large spaces that may be difficult
to model using only a single method.

1. INTRODUCTION

Combining multiple synthesis or simulation techniques in
room acoustics is a common way to exploit the advan-
tages of each method while also avoiding their pitfalls.
For example, while wave-based simulation techniques ac-
curately represent acoustic phenomena like modal behav-
ior by construction, their computational complexity often
grows with the cube of the highest frequency that one
wishes to model, making them untenable for near-real-time
audio tasks. Conversely, geometric approaches to acous-
tics are efficient at modeling the early part of sound prop-
agation across the entire frequency band, but often require
non-physical hacks to approximate more complex phe-
nomena like edge diffraction. Finally, there are a number
of methods focused on the so-called “late reverberation”
that can generally be categorized as either energy-based,
of which diffusion approaches are the most common, or
tunable reverberation schemes, such as feedback delay net-
works. In both cases, it can be difficult to properly model
the direct path and early reflections, and calibration of a

particular space can be challenging, but the result is of-
ten an extremely efficient way to synthesize the tail part of
sound propagation.

One alternative approach to late reverberation is an
energy-stress tensor based method (or EST, for short)
which is capable of modeling the sound field in sufficiently
diffusing spaces [1]. It has been demonstrated that this
theoretical approach is valid in primarily unidimensional
spaces above the 250 Hz octave band, and is quite effi-
cient due to the large cell sizes and low sample rates that
are required to generate spatially and temporally accurate
energy envelopes for the late reverberation. Up until this
point, however, the integration of such an approach with
an auralization method has not been realized. In order to
determine how it may perform in a more general real-time
acoustics tool, the hallway that has been characterized and
replicated numerically in [2] makes for a useful test case.

It is clear that it would be advantageous to use each
method in the region it is best suited for: wave-based for
low frequencies, geometric for the early reflections, and
the EST scheme for the late part. In fact, many mod-
ern room impulse response synthesis tools use approaches
like this to accelerate computation times and are an area
of active research in the academic community [3–6]. Of-
ten referred to as hybrid models, these approaches make a
trade off between approximation, complexity, and compu-
tational speed, since it is often simpler to simulate a sce-
nario entirely with one method, thus avoiding the need to
intelligently pick cutoff frequencies or times, or to cali-
brate the different methodologies such that there is a rea-
sonable expectation that they are modeling the same source
or room characteristics. However, while recent advances
in computational acoustics on graphics processing units
(GPUs) has accelerated the speed at which wave-based or
raytraced results can be generated, particularly with the use
of clusters [7], on typical consumer hardware, the ability
to synthesize full-band impulse responses in real time (and
thus allowing for moving sources or receivers) is still the
domain of hybrid approaches.

Therefore, we propose one possible method for rapidly
generating full-band hybrid impulse responses in much the
same way as in previous real-time acoustics engines, but
introducing the computation of the late reverberation with
the EST model to better take into account room geometry
and motivate further development of the approach.
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2. BACKGROUND

In this paper, we will mainly focus on the auralization of
the late, high-frequency portion of the impulse response
and the formation of the hybrid scheme, as the funda-
mentals of wave-based and geometric methods have been
treated extensively in the literature. “Late reverberation” is
the temporal region of a response with a sufficient density
of reflections such that it can be represented as a stochastic
process, rather than the distinct events of the direct sound
and early reflections [8]. Similarly, at low frequencies, re-
verberation is typically dominated by behavior from a few
isolated modes, but as the number of modes increases with
frequency, they become sufficiently dense such that they
can also be represented stochastically. The time and fre-
quency cutoffs for these two criteria are commonly called
the transition time and Schroeder’s frequency, respectively.
We will refer to this region of the time-frequency domain
as the “stochastic reverberation,” which is the main focus
of the proposed hybrid model.

Because of this stochastic structure, this region has tra-
ditionally been modeled with reverberation algorithms that
are significantly more efficient than wave-based or geomet-
ric schemes. One simple approach is directly filtering noise
with the goal of approximating measured reverberation
times in a frequency-dependent manner. More recent ap-
proaches in this vein use feedback delay networks (FDNs),
a collection of delay lines that mix initial sound energy
over time through feedback to produce natural sounding
decay [9]. With a particular choice of absorption coeffi-
cients and delay line lengths, certain room characteristics
can be reflected in the response of such a network, includ-
ing (to some extent) the arrival times of early reflections
or frequency dependent behavior. One downside of such
schemes is that they often require complicated iterative
tuning to match a specific chamber, since only some of
their parameters are physically motivated.

One alternative approach that takes geometry into ac-
count more directly is the class of energy-based methods.
Unlike most algorithms that model pressure and velocity
waves, this category generally models the flow of sound
energy in spaces with diffusing boundaries, and can be
considered an extension of classical statistical reverbera-
tion. Because of their efficiency, they are often used to
model very large spaces, especially when there are coupled
volume effects present [10, 11]. One approach is the dif-
fusion equation method (DEM), where sound energy dif-
fuses throughout a space, much as in a heat diffusion prob-
lem [12–14]. Previously, models of this type have been
auralized [15], however, little work has been done to unite
them carefully with other methods in a hybrid model.

In contrast to DEM, the EST method supports a wave
equation, which makes it possible to recover sound fields
that build up in time depending on room geometry. Con-
veniently, though, since the end result is still a time series
of energy envelopes, we can apply the energy envelopes to
filtered noise in much the same fashion as previously stud-
ied with the DEM. In this paper, we implement both of the
refinements suggested by Luizard et al. [15], taking advan-

tage of multiple simulations for different frequency bands
as well as the including the direct path and early reflec-
tions. The purpose of auralization is not only practical, in
the sense that results from the EST method are bound to be
used in applications where auralization is desired, but also
pedagogical, as it provides a way to rapidly check that the
theoretical framework as well as the numerical implemen-
tation are working as expected. Furthermore, it provides
a framework for instant auditory feedback on future work
on the model, particularly with respect to the development
of a model for three dimensional spaces or checking that
phenomena mathematically representable with the EST ap-
proach are actually audible.

In the interest of space, we will only present a brief
overview of the theory here, and we will eschew the nu-
merical treatment entirely, referring those interested read-
ers to the publications in question [1, 16].

The main strategy in the EST model is the development
of conservation laws for energy density E and sound in-
tensity J [17]. In contrast, typically, wave-based acoustic
simulations use an energy balance based on Gauss’s the-
orem in terms of a pressure field p and a velocity field
v. Using these laws, one can derive a system of coupled
equations relating the energy density, the sound intensity,
and the wave-stress symmetric tensor E [18]. In the case
where one length dominates a space and the cross-sectional
area is relatively constant (as is the case in a long hallway),
dimensional reduction can eliminate the off-diagonal terms
in the wave-stress tensorE such that it resembles the scalar
pressure field p, and a similar connection can be drawn be-
tween the vector velocity field v and J. Using this formal-
ism, one can follow the development of numerical mod-
els for common acoustic models with a few small modifi-
cations to the boundary conditions rather than requiring a
domain-specific finite difference solution.

The main advantage of the EST method is that the prop-
agation of diffuse energy allows for very large spatial dis-
cretization and low sample rates. Since we presume that
the stochastic decay rate of the diffuse high frequency en-
ergy is not changing very rapidly in time and space, we
can average over large cells and step through time at a rel-
atively slow rate.

3. ROOM GEOMETRY AND MEASUREMENTS

For this work, we used the same hallway and impulse re-
sponse dataset detailed in the frequency validity study [2].
A plan of the corridor can be seen in Figure 1.

The narrow portion of the hallway had an overall length
of 45 m, with a width of 1.59 m, a suspended metal grat-
ing ceiling at 2.375 m, and a hard ceiling at 3.26 m, with
a decrease to 2.8 m for metal support beams every 1.5 m
along its length. The width increased to 2.39 m and the
height decreased to 2.2 m in the recesses, some of which
contained glass display cases or small pieces of furniture.
The floor was linoleum and the walls were wooden panel
and masonry. The heating, ventilation, and air condition-
ing systems were audible near vents but did not present an
obstacle for the calculation of acoustical indices. All doors

10.48465/fa.2020.0833 524 e-Forum Acusticum, December 7-11, 2020



Figure 1. Floorplan for the corridor under consideration.

entering the hallway were closed, and the doors in the cen-
ter of the hallway were fully open.

Impulse responses were collected using a SoundField
ST250 microphone and an Outline GRS omnidirectional
speaker with a MOTU Traveler sound card. The source
was positioned 1 m away from the right end of the hall in
Figure 1, 1.5 m above the ground, and centered between
the two walls.

Beginning 1 m from the source, measurements were
collected with the microphone’s X-axis aligned along the
length of the hallway. A spacing of 1 m was used out to
10 m, which corresponds exactly to the discretization dis-
tance in the numerical simulations. Then, recordings were
made every 2 m until the end of the hallway for a total of
26 sampling locations. Recordings were made using the
the swept sine method as implemented in the Adobe Au-
dition plugin Aurora [19, 20]. The sweep length was 20
seconds at a sample rate of 44100 Hz, and the source level
was adjusted digitally to maximize the signal-to-noise ra-
tio without clipping as the microphone was moved further
and further from the source. These gains were recorded in
order to recover the true measured energy level for each
measurement location. The sweep responses were then
post-processed by convolution with the inverse sweep to
recover impulse responses for each location. The collected
impulse responses were time-aligned to the moment play-
back began so as to preserve the time-of-flight to the re-
ceiver, then trimmed to two seconds in length.

4. HYBRID MODEL

To facilitate direct comparison with the measured results,
the synthesized impulse responses were also two seconds
long at the same sample rate. For clarity, this does not im-
ply that each of the methods used in the hybrid were run
at the auralization sample rate, but in order to optimize for
computation time, each was run at the lowest possible sam-
ple rate required for twice the number of samples in a sec-
ond. These results were then upsampled (with the neces-
sary filtering) in order to match the length of the measured
impulse responses.

4.1 Stochastic Reverberation

The simulation of the stochastic reverberation for the hy-
brid method in this work comes from the finite volume
time domain (FVTD) formulation of the EST model de-
veloped previously [16]. In short, the model uses a typ-
ical two-step scheme to solve for the energy density and

sound intensity fields in a collection of cells. Since we are
interested in modeling these fields in multiple frequency
bands, we run the simulation multiple times independently
with frequency-dependent modified absorption and scatter-
ing coefficients.
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The update equation for this scheme is given in
Eqn. (1), where E and J are the discretized average en-
ergy densities and sound intensities, j, k, and l are indices
for a cell, another cell, and a boundary respectively, ± ex-
ponents indicate the next and previous discrete time steps
for time series variables, c is the speed of sound, T is the
chosen temporal sampling step, h is the inter-cell distance
(with respect to centroids), S and Sl are the areas of bound-
aries between a cell and a neighboring cell or a bound-
ary, V is the volume of a cell, A and D are the so-called
modified absorption and scattering coefficients, γ, β, and ζ
are indicator functions that select for relationships between
particular cells and boundaries, and P and Q are source
terms used to implement time-varying source behavior. In
this case, h, S, Sl, V , A, and D are constant, but in gen-
eral, could also be indexed on a cell-by-cell or boundary-
by-boundary basis. Additionally, we omit the frequency
index on A, D, E, J , Q, or P for clarity.

In this case, since we are interested in assembling an
impulse response rather than processing audio directly, it
is sufficient to observe the response of the system to an
initial stimulus. It is equivalent to do so using the source
terms directly, or to set the source terms to zero and use
the initial conditions of the energy density field to excite
a response in the space. As before, we use measurements
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made in the real hallway to inform the parameters used
for the EST model for each frequency band. In order to
match the measurements during the model calibration, the
virtual source is also placed 1 m from the end of the hall-
way. Then, a brute force tuning search over the model pa-
rameter space is performed to see which combinations of
modified absorption and scattering coefficients give sim-
ilar acoustical indices in each frequency band as the real
recordings. The two target indices were spatial decays, or
the slope of the decrease in sound energy as a function of
distance from the source, and temporal decays, essentially
T60, both of which must fall within 10% (or better) of the
observed value. The corresponding parameters in each fre-
quency band are noted in Tab. 1 and were subsequently
used in the hybrid model. More detail on the parameter
fitting procedure can be found in [2].

After the model has been tuned for a given frequency
band, it is straightforward to change the initial conditions
in order to move the source location or add other sources.
Given the large cell sizes and low sample rate, energy den-
sity envelopes can be rapidly generated when this occurs.
Finally, the results are resampled to the audio sample rate
that the different methods will be composited at.

In order to auralize the energy density envelopes, white
noise of the length desired at the final sample rate is gen-
erated and split into octave bands using a filterbank. Then,
the envelope associated with each octave band is multiplied
with the bandlimited noise to create a signal with the same
time of arrival and decay rate as in the measured hall. Fi-
nally, all of the resulting bandlimited responses are added
in the time domain to create a single stochastic reverbera-
tion signal.

In the case where the source is presumed to be station-
ary, the results at every cell in the hallway can be cached
and interpolated given a particular receiver location. It is
only when the source distribution changes that the simula-
tion and computation needs to be brought up to date.

4.2 Low-Frequency Reverberation

Modal behavior and diffraction that cannot be modeled
by the EST method is handled by a FVTD simulation up
through the octave band centered at 500 Hz [21]. Since
we don’t need to perform any boundary adjustments, the
method is equivalent to a typical finite difference approach.
In order to ensure that the dispersion error is minimized,
the simulation sample rate fFVTD (and by convention the
element size) is chosen such that the maximum desired
frequency occurs at 0.15 × fFVTD, or about 7x oversam-
pling [22]. We assigned boundary conditions in the model
using the example materials given in the original work that
best corresponded to each hallway surface. Since in this
case the highest desired frequency is about 700 Hz, the
sample rate was set at 4900 Hz. The resulting pressure
field is then low-passed, spatially downsampled as needed
to reduce the total memory footprint, and temporally re-
sampled to match the final auralization sample rate.

Similarly to the stochastic reverberation, the simulation
for this contribution only needs to be rerun in the case

where the source distribution changes, but otherwise, can
be cached in order to interpolate for a particular receiver
location.

4.3 Direct Path and Early Reflections

The earliest arriving sound energy is computed with the
image source method directly at the final sample rate [23].
There is some freedom to choose the maximum order of
sources that will be included in the computation, con-
strained by the requirement of sufficiently representing the
early reflections on one hand and without expending com-
putation time unnecessarily on the multitude of reflections
that will be modeled stochastically on the other.

For this method, the contribution must be recomputed
any time the source or receiver position changes.

5. CALIBRATION

5.1 Hybrid Model

To calibrate the level between the separate simulations,
we use an energy equalization in a frequency band where
crossover occurs, using a distance of 1 m from the source
as reference [24, 25]. Since all three methods have a valid
portion of their frequency response in the octave band cen-
tered at 500 Hz, we can set an arbitrary level and find a
gain for each simulation type that matches its energy to the
target energy in that region. Then, when combining the
methods by superposition in the time domain, the FVTD
part is used directly as it is the most accurate, and the other
methods are high-passed in order to avoid duplication of
energy in the band of overlap.

Hybrid strategies are often delineated by frequency, and
the point where two methods meet is chosen in order to op-
timize for speed of simulation at a given quality trade off.
For other hybrid models, the topic of crossover frequency
is well studied [26, 27]. In this case, however, because the
EST method is not applicable at all below the Schroeder
frequency, the cutoff frequency between the FVTD por-
tion and the higher frequency models is determined in ad-
vance. Fortunately, it is not very high, and therefore the
low-frequency FVTD portion can be simulated without
too much difficulty. With a GPU, real-time simulation of
even small concert halls has long been feasible at the fre-
quency ranges under discussion [28]. Furthermore, given
the speed at which the image source and stochastic rever-
beration portions can be computed, we believe that an op-
timized version of this approach could approach real-time
performance with proper tuning.

5.2 Measurements & Hybrid

To calibrate levels between the measured and simulated
impulse responses, a reference distance of 1 m is chosen,
and the energy of the two signals are matched at that point.
The resulting gain is then applied regardless of where the
measurement or simulation is sampled so as to preserve the
relative decay as a function of distance from the source.
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Frequency [Hz] 250 500 1000 2000 4000 8000
T60 [S] 0.38 0.39 0.43 0.35 0.33 0.30

Spatial Decay [dB/m] -0.88 -0.94 -0.66 -0.54 -0.66 -0.84
Mod. Abs. Coef. A 0.0516 0.0512 0.0473 0.0551 0.0577 0.0671
Mod. Sca. Coef. D 0.5359 0.5920 0.3818 0.2483 0.3210 0.4114

Table 1. Measured characteristics and resulting simulation parameters.

Figure 2. The interface used to compare measured and
simulated impulse responses.

6. EVALUATION

The overall behavior of the system was inspected using
a graphical interface that allowed visual examination of
spectrograms (taken with the same parameters and with
the same color scale for spectral power), direct auralization
of the resulting impulse responses, as well as convolution
of the IRs with source material. A slider ranging from 1
m to 42 m (the maximum measured observation distance
from the source) was included, and moving the slider trig-
gered an update of the receiver position, causing any rel-
evant interpolation or re-simulation. With this scheme, it
is straightforward to assess the changes in time of arrival,
overall spectral envelope, and informally, the perceptual
differences between the simulated and measured auditory
presentations throughout the hallway as a function of dis-
tance.

In Fig. 2, the spectrogram of the measured impulse re-
sponse is presented on the left, and the spectrogram of the
simulated impulse response is presented on the right, cor-
responding to a receiver distance of around 23 m from the
source.

7. RESULTS

Brief informal listening sessions revealed some of the ad-
vantages and shortcomings of the hybrid model.

The overall decay times and absolute levels at any given
position are fairly similar between the simulated and mea-
sured impulse responses, and the arrival times of the most
notable reflections are accurately rendered. In the cases

where there are differences in decay times, they appear
to be mostly due to the stochastic reverberation model’s
octave-band calibration using the temporal and spatial in-
formation from the measurements, which in some cases,
was not sufficiently narrow. The FVTD and ISM portions
also do not reproduce the measured decay as a function of
distance perfectly, resulting in some spatial variation in the
prominence of particular portions of the hybrid as a result
of the constant level calibration gain. This is likely a re-
sult of the lack of tuning for the simulation parameters in
both cases, as well as not taking viscothermal losses into
account for the high frequency portion of the ISM, which
is particularly prominent in the example simulation spec-
trogram in Fig. 2 above the 8 kHz octave band.

As a result, near the source, the stochastic portion is
somewhat overrepresented, resulting in impulse responses
that sound too diffuse relative to the strong direct path and
early reflections present in the measurements. Further-
more, along the entire length of the hallway, the simulated
impulse responses seem to have a slight tonal coloration
shifted toward the higher frequencies, possibly resulting
from the lack of tuning for the stochastic model above the
band centered at 8 kHz.

One of the most apparent phenomena in the recorded
impulse responses is the presence of a strong echo near the
far end of the hallway from the source as a result of prox-
imity to the reflecting surface. In the simulated impulse
responses, this effect appears courtesy of the ISM portion.
While the overall envelope of the EST method reflects the
corridor-length delay behavior, the fine-structure detail that
gives that area of the hallway its characteristic sound is de-
cidedly not a part of the diffuse field, and therefore it can-
not be expected that it would be precisely reproduced by
the large elements and low sample rate. The second and
third recurrences in time of this phenomenon are apparent
in the overall effect of the measured impulse responses,
if not directly audible as a flutter depending on position.
Using a low order for the ISM in an attempt to avoid a
proliferation of image sources eliminates these salient fea-
tures from the simulated version entirely, so it is important
to consider the tradeoff between computational efficiency
and the relevance of particular specular phenomena.

Overall, while the speed and general characteristics of
the simulation were promising, additional improvements
must be made in order to provide a satisfactory facsimile
of the original hallway.
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8. FUTURE WORK

When the source distribution is stationary, the results of
the stochastic reverberation contribution can be evaluated
everywhere and interpolated on the fly to improve speed.
However, if the source distribution changes frequently, it
is most efficient to only upsample and do the computations
at the points nearest the receiver. Thus, to balance between
the two behaviors, it should be possible to begin the com-
putation with only the necessary points, and if the source
distribution ceases to change, to then fill in the rest of the
possible receiver positions as able.

While the origin of the tonal differences between the
simulated and measured impulse responses is unclear, the
use of a third-octave filterbank in the design of the stochas-
tic response as well as changing the crossover frequency
may help in diagnosing where the issue is located. Addi-
tionally, moving to a 3-dimensional model may help model
the differences between the narrow portions and alcoves
along the hallway, which may have an effect on the overall
frequency response at a given position.

In terms of salient spatial features that are not captured
by the stochastic reverberation (such as the echo mentioned
earlier), it is difficult to predict in the general case how to
efficiently generate these effects under the current simula-
tion strategy. In the specific case of the hallway, it is of
course possible to generate a higher order of longitudinal
image sources, which would give a reasonable approxima-
tion of the behavior in the full-band response; however,
that is not the case in an arbitrary space where it is less ob-
vious which image sources may be perceptually relevant
without calculating higher orders in the first place. While
the ISM approach in this case was relatively simple, the
wide range of improvements that have been proposed in
the literature are fair game for implementation, including
frequency-dependent boundary conditions or viscothermal
losses.

Recent advances in late reverberation techniques ac-
count for directionality in the simulated impulse responses
[29]. Simulation of anisotropy is also possible with the
EST method, and may present a useful framework for con-
sidering non-homogeneous diffusion coefficients as well.

Finally, the prediction of boundary conditions for the
EST from material and geometry measurements remains
an important avenue of research to eliminate the calibration
step and enable simulation of unseen spaces.

9. CONCLUSIONS

In this paper, we have detailed ongoing work on a hybrid
auralization scheme utilizing the EST based model for the
stochastic reverberation combined with ISM and FVTD
models to recreate and listen to the sound field in a long
hallway. Using filtered noise and temporal envelopes on
an octave-band by octave-band basis, we formed a portion
of the impulse response valid above Schroeder’s frequency
and after the transition time. The gains used for the each
method were calibrated using an octave band where all
simulations were valid, then for the summation, the ISM

and EST method were high-passed above the highest fre-
quency present in the FVTD model, which was used as-is.

An interface to explore the acoustic space and compare
the simulated and measured impulse responses was devel-
oped and used to derive some initial impressions of the
auralization scheme. Informal results from this hybridiza-
tion were promising in terms of computational speed and
reproduction of the calibrated acoustical parameters, how-
ever, additional work remains in order to better match
other salient spatial cues, and theoretical challenges re-
main regarding the temporal transition between the high-
frequency methods. Nonetheless, the structure presented is
an encouraging first step toward geometry-aware stochas-
tic reverberation simulation strategies for real-time appli-
cations.
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