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Energy consumption is a critical point when developing applications. Either for battery-saving pur-
poses, for lowering the cost of data-centers, or simply for the sake of having an eco-friendly program,
reducing the energy needed to run a software becomes mandatory. Model-Driven Engineering has shown
great results when it comes to program understanding and refactoring. Modeling the source code along
with its energy consumption could be a powerful asset to programmers in order to develop greener code.
For that purpose, this paper presents an approach for modeling energy consumption inside a source code
model. Energy metrics are gathered at runtime, modeled using the standard Structured Metrics Meta-
model, and associated to the source code model, enabling model-driven techniques for energy analysis
and optimizations.

1 Introduction
Energy Consumption becomes a major concern when developing software. The massive electricity needs
of data-centers represented 1.8% total U.S. consumption in 2016, and an estimated account for about 2%
of global greenhouse gas [1–3]. Furthermore, the expense to power and cool the data-centers escalated to
a significant cost factor: for every $1.00 spent on new hardware, an additional $0.50 is spent on power
and cooling [4]. Those factors severely limits the expansion of IT resources. Reducing the consumption
of software systems has thus become an important ecological, economical, and technological challenge.
Traditionally, such concerns tend to be addressed at the lower levels (hardware or middleware), and

several strategies have been presented in the past years towards that purpose [5]. However, promising
results have been introduced using software-level energy management approaches [6], which, combined
with lower level optimizations, can effectively reduce the energy consumption of programs.
Unlike hardware-level energy saving techniques, software-level approaches often need the implication

of developers. In fact, to develop a greener code, a certain level of energy-awareness is helpful to make
relevant design choices. A study showed that more than 80% of programmers did not consider the energy
consumption when developing softwares, even if they know how important it can be, especially in the
realm of mobile application development [7, 8]. We believe that a representation of a source code, along
with energy consumption would help developers making the right design choices.
In the realm of Model-Driven Engineering (MDE), this representation is a model, conforming to a

meta-model describing its syntax and semantic [9]. Such model is typically used during the software
development, as a specification model to generate a source code, or as a source code model, reverse-
engineered from the software in order to analyze or refactor it.
This paper proposes a MDE approach for modeling the source code of a software and characterizing it

with energy measurements. A first model of this software is generated with the static reverse-engineering
framework MoDisco [10]. In addition we propose a framework dynamically gathering energy measure-
ments, at runtime.
Those measurements are persisted in a second model conforming to the Structured Metrics Meta-model1

(SMM). In order to characterize the source code with energy metrics, the two models are associated:
elements in the source code (e.g., Java methods) are linked to the energy measurements, enabling the
analysis of the source code energy consumption.
This paper is organized as follows: Section 2 presents our approach, Section 3 discusses the approach,

and Section 4 concludes the paper.

2 Approach
We detail in this section the several steps necessary to characterize our source code model with energy
measurements. First, the source code model is statically built using the MoDisco reverse-engineering

1https://www.omg.org/spec/SMM/



1 package mainPackage ;
2 pub l i c c l a s s App {
3 pub l i c s t a t i c void main ( St r ing [ ] a rgs ) {
4 f oo ( ) ;
5 }
6 pub l i c s t a t i c void foo ( ) {
7 //do something
8 }
9 }

Figure 1: Simple Java program

framework. Second, the code is instrumented, in order to add probes inside the program, which is then
executed to gather the energy measurements at runtime. Third, the measurements are persisted in a
model conforming to the Structured Metrics Meta-model, and associated with the MoDisco source code
model. The Java program in Figure 1 is used to describe our approach. Our application is available on
GitHub2.

2.1 Source Code Model
The MoDisco framework [10] is designed to enable program analysis, by creating a static model of a
source code using reverse-engineering. Considering a source code written in Java, MoDisco generates
the corresponding model conforming to a Java meta-model. This model only represents static aspects
of the code, such as classes, methods, statements or expressions. The energy measurements have to be
dynamically gathered, and are not available in the initial MoDisco model. Nonetheless, a benefit of MDE
is that such measurements can be modeled and then associated with our source code model, as presented
in the next sections. Applying MoDisco on the program in Figure 1 would produce a model containing
all the source-code elements of such program.

2.2 Energy Measurements Computation
Once the source code model is generated, the energy is measured. In order to get such measurements for
each method in the program, it has to be instrumented. We use the ASM instrumentation library3 for
that purpose. The JVM byte-code is visited, and probes are added in the byte-code of every method of
the program. A first probe is added in every method entry point, traces down the method call, gets the
system time, and finally gets the energy consumed by the CPU at the specific moment, in microjoule.
Another probe is added at every method exit point. This second probe computes the duration of this

method execution, and the energy it has consumed. To do so, the energy consumed by the CPU is fetched
a second time, and subtracted to the value obtained in the first probe. Our energy measurements are
performed using the same approach as jRAPL [6].
Running the instrumented code triggers the probes to gather measurements. For each method, the

following metrics are obtained:

1. Its timestamp

2. The energy it consumed

3. The methods that have been called inside.

Running the code can be done either by executing the main method of a program, or through test cases.
During the execution, the measurements are published on a messaging queue, in order to be analyzed
after the execution. Indeed, analyzing the traces is an expensive operation, and performing it after the
execution limits the overhead induced by the execution of the instrumented statements.
Furthermore, our approach is relying on existing energy measurement tools, and do not aim at im-

proving their accuracy. Performing the measures causes an important workload, limiting the accuracy of
the energy measurements [11]. For that reason, we can only provide the energy consumed at the method
level, or at coarser granularities.

2https://github.com/atlanmod/EnergyModel
3https://asm.ow2.io/



:MethodDeclaration

name = main

:ObservedMeasure

timeStamp = 1532337412 

:Observation

:Measurement

name = main EC (μJ) 
value = 2825 

measurand

:ObservedMeasure

timeStamp = 1532337415 

:SmmModel

:Measurement
Relationship

name = "order" 

:MethodDeclaration

name = foo

measurand

before after
:Measurement

name = foo EC (μJ) 
value = 2821

:ClassDeclaration

name = App      

:Package

name = mainPackage      

Figure 2: Excerpt of the source code model (the MethodDeclaration instances) characterized with energy
measurements

2.3 Energy Measurements Modeling
In this main step of our approach, we persist the energy measurements into a model conforming to
SMM and associate it to the source code model that MoDisco generates. This is performed by reading
the measurements sent in the messaging queue one by one. Energy consumed, timestamps and internal
method calls are persisted as elements in the model. Finally the measurements are linked to the methods
from the source-code level, hence characterizing those.
In Figure 2, the energy consumed is contained in the Measurement elements, as values. The method

calls are represented using the MeasurementRelationship. The "before" and "after" links point towards
the Measurement elements, describing in which order the methods have been called. Here for instance,
main() calls foo().
Furthermore, the timestamps of the methods invocations are available in the ObservedMeasure el-

ements. Finally the source code model elements (e.g. MethodDeclaration) are associated to the
Measurement using the link labeled as measurand.

3 Discussion
This source code model characterized with energy measurements offers developers a better energy-
awareness than standard software engineering techniques: First, an holistic model of the program is
created. The association between MoDisco’s Java meta-model and SMM offers a representation of the
source code characterized with several dynamic information, available for analysis purposes. Second, the
program can be refactored and optimized only by working at the model level.
Programmers can specify transformation rules for refactoring [12], without having to go back to the

source code level, in order to optimize the energy consumption using existing energy-efficient practices [13–
16]. As stated by G. Pinto et al., refactoring approaches focusing on improving the energy consumption
of programs are lacking [17]. Our model could help programmers refactoring their applications towards
that purpose, by specifying a model transformation to apply to the source-code model, and generating
the program optimized [18]. The energy measurements present in the model can be used as predicates for
the transformation. For instance, a model transformation could be specified, only targeting the methods
that consume more than a specified energy. This transformation would change all the existing Doubles
to Floats, as it has been shown that it can reduce the energy consumption [6]. The modified source code
of the program can then be generated again, using MoDisco code generator, and be used to consume less
energy.

4 Conclusion and Future Work
This paper presents an approach for modeling the source code of an application and decorating it with
energy measurements. Those measurements are dynamically gathered, modeled using SMM, and associ-
ated with a source code model statically generated by MoDisco. This model can be used by programmers
as a basis for analyzing and optimizing programs, and offers a better energy-awareness, useful for imple-
menting greener applications.
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