Analysing the first case of the International Criminal Court from a network-science perspective

Fabien Tarissan, Raphaëlle Nollez-Goldbach

To cite this version:


HAL Id: hal-01367185

https://hal.archives-ouvertes.fr/hal-01367185v1

Submitted on 15 Sep 2016 (v1), last revised 16 Sep 2016 (v2)

HAL is a multi-disciplinary open access archive for the deposit and dissemination of scientific research documents, whether they are published or not. The documents may come from teaching and research institutions in France or abroad, or from public or private research centers.

L’archive ouverte pluridisciplinaire HAL, est destinée au dépôt et à la diffusion de documents scientifiques de niveau recherche, publiés ou non, émanant des établissements d’enseignement et de recherche français ou étrangers, des laboratoires publics ou privés.
Analysing the first case of the International Criminal Court from a network-science perspective

Fabien Tarissan\(^1\) and Raphaëlle Nollez-Goldbach\(^2\)

\(^1\)ISP, CNRS, Université Paris-Saclay, ENS Cachan, France
\(^2\)CTAD, École Normale Supérieure & CNRS, France

Abstract

This paper analyses the multi-level network composed of the legal decisions taken by the International Criminal Court since its creation in 2002. As many real-world networks, legal networks lend themselves to the use of graphs in which nodes represent the decisions taken by the Court and links stand for citations between decisions. Although useful, this framework does not account for the inherent complexity and hierarchy commonly observed in real data. In the context of legal networks in particular, interactions between decisions take place at various levels, inducing a two-level structure. We propose here to rely on a hybrid version of bipartite graphs, which allows to represent different types of links in multi-level networks. We assess the relevance of this approach by analysing the hybrid structure of the first case of the Court and by confronting it with standard approaches focusing on direct citation processes. We validate the outcomes by providing juridical interpretations of the results, which shed some light on the procedural aspects of the International Criminal Court and put an emphasis on the key themes addressed by this jurisdiction. Thus, for the first time, this work converges two very different approaches to account for the multi-level complexity in legal networks. Complex networks, bipartite graph, legal network, International Criminal Court

1 Introduction

Many real-world networks – also referred to as complex networks – lend themselves to the use of graphs for analysing and modelling their structure. Usually, vertices of the graph stand for the nodes of the network and the edges between vertices stand for (possible) interactions between nodes of the network. This approach has proven to be useful to identify non-trivial properties of the structure of networks in very different contexts, such as infrastructures of communications [44, 16], social networks [44, 29, 5], biological networks [44, 41], collaborative platforms [4, 48], co-occurrences of words [15, 39], food pairing [46, 2], etc.

Although useful, such a simple representation is not particularly close to the real structure of most of real networks. If one considers for instance actor networks [44, 28], which link actors performing in the same movies, or authoring networks [28, 29], which link authors publishing together, one would rather relate actors to the movies they performed in and authors to their papers. This observation led the community to use instead bipartite graphs, where nodes can be divided into two disjoint sets, \(\uparrow\) (e.g. movies) and \(\downarrow\) (e.g. actors), such that every link connects a node in \(\uparrow\) to a node in \(\downarrow\). Bipartite graphs are fundamental objects, which have proven to be very pertinent for both the analysis [23, 40, 2] and modelling [19, 38] of complex networks as they are able to reveal patterns that could not have been detected in simple graphs.

Yet, many networks also exhibit direct interactions between nodes, which are not taken into account by bipartite graphs since links between two \(\downarrow\) nodes are not allowed in this framework. In the example of the actor/movie networks, actors are obviously related to each other when performing in the same movies, but they might also develop social and direct relations. Although one could formally represent such a relation by the addition of an artificial \(\uparrow\) node that connects
the two ⊥ nodes, this transformation unfortunately hides important properties of the network. This calls for the use of a specific framework able to support the two types of relations.

In the present study, we follow this approach and rely on a hybrid bipartite graph, which is composed of a traditional bipartite structure enriched with direct links between ⊥ nodes. We address the relevance of this approach for manipulating complex networks and investigate in particular how the analysis of networks can benefit from this representation as well as how it impacts the modelling perspectives.

The International Criminal Court. To assess the interest of this hybrid approach, we compare the relevance of different frameworks for analysing the legal network composed of the decisions ruled by the International Criminal Court (ICC). Indeed, as many real-world networks, legal networks may be analysed and modelled by graphs, where nodes represent the entities that compose the networks (here the juridical decisions taken by the ICC) and links stand for relations between the entities (citations between decisions for instance). However, as stated above, this framework does not account for the inherent complexity and hierarchy of the network. In the context of legal networks in particular, interactions between decisions take place at various levels. To motivate their decisions, judges naturally rely on former decisions – first level exhibiting direct interactions – but also refer to articles of the Statute of the Court – second level pointing out indirect relations. This induces a two-level structure in which direct and indirect relations interplay in the ruling process. This precisely is the object which is under investigation in the present paper.

Contributions. In this paper, we analyse for the first time the legal network composed of the juridical decisions ruled by the International Criminal Court since its creation in 2002. To do so, we rely on a hybrid bipartite framework that enables us to represent both direct and indirect relations among entities of a network.

At the same time, this work provides evidence of the relevance of the hybrid bipartite approach to handle such complex networks, and sheds light on the key issues related to the proceedings of the International Criminal Court and on the interpretation of international criminal laws by the judges. In particular, we investigate which dynamics of the citation process can be highlighted and how the status of victims evolves through the decisions taken by the judges.

Note that this work builds on a previous study presented in [37] that provided preliminary results on the structure of the graph of citations and the pure bipartite structure of the ICC decisions network. The present work extends the analyses of those two structures, analyses the projections of the bipartite graph, proposes and assesses the relevance of the hybrid bipartite framework and provides juridical validations of the obtained results.

Related work. Many papers have proposed to combine law and computer science. To that regard, one of the main contributions of computer science has been to apply artificial intelligence techniques to legal networks, whether it be for highlighting legal reasoning [21, 25, 50, 49], resolving conflict [7], or extracting information from legal databases [35].

Recently, another line of research has emerged, which considers legal decisions as complex networks [33]. This originated from studying the decisions taken by the American Supreme Court [12, 17, 45, 13]. In such Common Law systems, the necessity for judges to ground their decisions on precedent ones – formally referred to by the stare decisis rule [18] – has led scholars to focus exclusively on citation networks, putting aside the relation between legal decisions and articles of law. This network approach has since then been proposed in various contexts and jurisdictions [27, 1, 47, 10, 9], but always focusing on citations. To that regard, it is worth citing the recent study analysing the relations between treaties, articles and legal decisions of the European Union [20] as it is an attempt to investigate the intricate and complex structure of a legal network depicting relations at different levels. However, its main contribution is to provide evidence for the “small-world” aspect of the network and to show that the degree distribution follows a power-law.
The present paper analyses for the first time the legal network of the ICC decisions and relies on various metrics specifically defined for two-level structures. In addition, it provides explanations enabling to relate the values of the proposed metrics to the juridical interpretation of the decision’s content. To this sense, and to the best of our knowledge, this stands out from previous studies on the subject.

In regards to the framework used in this study, the proposed hybrid bipartite structure can be related to other general frameworks proposed by social network scientists for multi-level networks, which have been applied on various contexts and have led to the proposition of dedicated models [43, 24, 6, 34, 42]. Taking inspiration from these approaches, we rely in this paper on a particular instance of multi-level networks as we identify only two distinct levels (sets of nodes) and allow direct links only in one of the levels. The motivation, detailed in Section 2, is driven by the structure of the information contained in the present case study.

Outline of the paper. The remainder of this paper is organised as follows. Section 2 discusses the background required throughout this paper. Section 3 presents the results of the classical approach by focusing on the graph of citations, while Section 4 presents the analysis performed on the hybrid bipartite structure and highlights its relevance. Finally, Section 5 compares the results to the ones obtained on a random network and Section 6 concludes the paper and lays some foundations for future works.

2 A framework for the ICC decisions network

We start by presenting the context of the study and the content of the dataset (Section 2.1) before defining the formal frameworks used in the paper to represent and analyse the data (Section 2.2).

2.1 Legal Networks

The contemporary evolution of international law points out the emergence of international criminal justice, whose role is to repress and redress international crimes (genocide, crimes against humanity and war crimes). Born with the Nuremberg trial after World War II, created to judge the Nazi crimes, the international criminal justice only grew recently. The first international tribunals have been created by the Security Council of the United Nations after genocide and crimes against humanity were perpetrated in ex-Yugoslavia and Rwanda during the 1990’s (the International Criminal Tribunal for the former Yugoslavia in 1993 and the International Criminal Tribunal for Rwanda in 1994).

It is mostly the appearance of the International Criminal Court, that started to function in 2002, that was the landmark of the field. The ICC is indeed the first permanent international criminal court, established to help end impunity for the perpetrators of the most serious crimes of concern to the international community. 22 cases regarding 9 situations in different countries have been brought before the ICC, referred by the states themselves, the United Nations security council or the ICC prosecutor. The Court and its competences are governed by an international treaty, the Rome Statute.

The ICC’s first trial started on January 2009, regarding the situation in the Democratic Republic of the Congo. Thomas Lubanga Dyilo, a former political leader and warlord, was convicted on March 14th 2012 of committing war crimes (enlisting and conscripting of children under the age of 15 years and using them to participate actively in hostilities in the context of an armed conflict). He was sentenced to 14 years of imprisonment. Both decisions were recently confirmed on appeal, on December 1st 2014. In this paper, we only focus on the Lubanga case to concentrate on the first closed case. It is indeed the first trial in which the trial chamber of the ICC reached a verdict on the culpability of the accused1.

To rule on the Lubanga case, the ICC judges issued 2276 documents. Those decisions, main production of the ICC, are legal statements ruling on juridical issues and stand for the

---

1Only two other cases are now terminated: the Ngudolo case (Appeal Judgement on February 27th 2015) and the Katanga case (Judgement on March 7th 2014 and Sentence on May 23rd 2014).
solutions adopted by the Court deciding on juridical issues in a case. In order to motivate their decisions, the judges may either rely on former decisions of the Court or on articles of the ICC Statute they usually have to interpret. Here below is an example of such a motivation found on a footnote of decision ICC-01/04-01/06-2126-Anx (Trial chamber 1, 9 July 2009):

**Appeals Chamber, Judgement on the appeals of The Prosecutor and The Defence against Trial Chamber I’s Decision on Victims’ Participation of 18 January 2008, 11 July 2008, ICC-01/04-01/06-1432, para. 95. See also Trial Chamber II, Decision on the Modalities of Victim Participation at Trial, 22 January 2010. ICC-01/04-1/07-1788, para. 30. See also Defence for Germain Katanga’s Additional Observations on Victims’ Participation and scope thereof”, 10 November 2009, ICC-01/04-01/07-1618:** “It has been held that article 69(3) gives the Court a general ...

In this example, one can notice the two types of arguments used by the judges. The text clearly refers to former decisions (highlighted in red), but also refers to article of the ICC Statute (in blue).

### 2.2 Frameworks

In this section, we provide an overview of the formalisms suited to represent such a complex network. We first recall standard definitions for directed graphs (Section 2.2.1) and bipartite graphs (Section 2.2.2) before defining a hybrid version of bipartite graphs (Section 2.2.3) to overcome their limitations.

#### 2.2.1 Directed graphs

As outlined in the introduction, it is quite usual to represent a network as a directed graph $G = (V, E)$, with $n = |V|$ and $m = |E|$, where a node represents a decision, identified by its ICC number, and a link between two nodes $u$ and $v$ exists if decision $u$ cites decision $v$. Note that technically, the graph is a Directed Acyclic Graph (DAG) since, for obvious reasons, the decisions can only refer to existing ones. Thus, there is no cycle in the network.

This defines the graph of citations among decisions, which will be referred to simply as the graph of citations. This allows to compute standard metrics and compare the results to what is obtained on usual complex networks. According to standard studies, one can usually observe, for instance, that graphs are sparse, i.e. the density $\delta = \frac{2m}{n(n-1)}$ is very small, and their degree distribution is heterogeneous (often close to a power-law).

Another key property concerns the local density, which is meant to study how dense a neighbourhood of a node is in the graph. This concept is generally captured by the clustering coefficient $cc(G)$ or the transitivity ratio $tr(G)$ [44, 32, 31], defined formally by:

$$cc(G) = \frac{\sum_v \Delta(v) \vee(v)}{n} \quad tr(G) = \frac{\Delta(G)}{\vee(G)},$$

where for each $v \in V$, $\Delta(v)$ denotes the number of directed triangles (sets of three nodes $u$, $v$, $w$, such that $(u,v),(u,w),(v,w) \in E$) that originate at $v$; $\vee(v) = \frac{d(v)(d(v)-1)}{2}$ denotes the number of pairs of neighbours of $v$, which computes the number of possible directed triangle; $\Delta(G) = \sum_v \Delta(v)$; and $\vee(G) = \sum_v \vee(v)$. Note that the clustering coefficient of a node can be defined for the in-degree and the out-degree, that is when the node is at the origin of the directed triangles (case of $u$ in the example above) and when it is at the end (case of $w$). Both variants make sense. They will be investigated in Section 3.3 and will be referred to as the in- and out-clustering coefficients.

A classical observation in complex network studies is that all these quantities are high, at least compared to the density $\delta$ of the graph. Note however, that the meaning of the existence of such a pattern depends on the context of the network. It has been shown that it could be related to robustness properties of the network, or properties related to dynamical aspects of the networks [26, 22].

---

2All the metrics defined for directed graphs take into account this property.
2.2.2 Bipartite graphs

As stated in the introduction, the previous formalism does not account for higher level of relations between the decisions. In particular, one does not exploit the references made to the articles they refer to. This two-level structure calls for a specific framework that is perfectly matched by the concept of bipartite graph.

A bipartite graph is a triplet $G_b = (\top, \bot, E_b)$, where $\top$ is the set of top nodes (here the articles of the Statute), $\bot$ the set of bottom nodes (here the decisions), and $E_b \subseteq \top \times \bot$ the set of links that relate the decisions to the articles. The number of top and bottom nodes are respectively denoted as $n_\top$ and $n_\bot$.

Compared to standard graphs, nodes in a bipartite graph are in two disjoint sets and the links are always between a node in one set and a node in the other set. An example of a bipartite graph is given in Fig. 1(a), where $\top$ nodes are depicted by squares and $\bot$ nodes by circles.

The $\bot$-projection of $G_b$ is the graph $G_\bot = (\bot, E_\bot)$, where two nodes (of $\bot$) are linked together if they have at least one neighbour in common (in $\top$) in $G_b$: $E_\bot = \{(u,v), \exists x \in \top : (u,x) \in E_b \text{ and } (v,x) \in E_b\}$. The $\top$-projection is defined dually. Both projections are illustrated in Fig. 1(b) and 1(c). Thus, in our case, the $\bot$-projection corresponds to a graph of decisions, such as $G$, but a link between two decisions exists if and only if there is at least one common article to which they both refer.

Note that by projecting a bipartite graph into a simple graph, one theoretically loses information (although a recent study indicates that it is not necessarily the case when using a dual-projection approach [14]), yet such an operation allows to reuse all the metrics defined above for a standard graph. However, one can also compute specific metrics for bipartite graphs, such as the average degree of top and bottom nodes, denoted $k_\top$ and $k_\bot$ respectively, and the density of the bipartite graph, denoted $\delta_b = \frac{m_b}{n_\top n_\bot}$.

Those statistics are natural extensions of graph metrics. However, for the local density, there is no standard variant since by definition there is no triangle in a bipartite graph. This has led the community to propose specific metrics for the bipartite version of the clustering coefficient [23, 30]. One can, for instance, rely on the following coefficient that tends to capture the overlapping between the neighbourhood of two nodes of $\top$:

$$\text{cc}_\top(u,v) = \frac{|N_\top(u) \cap N_\top(v)|}{|N_\top(u) \cup N_\top(v)|}. \quad (1)$$

This coefficient is interesting as it captures the relative overlap between neighbourhoods of top nodes, i.e. $\text{cc}_\top(u,v)$ is equal to 1 if the neighbourhood of $u$ and $v$ intersects exactly, to 0 if they do not share any neighbour. From this coefficient, it becomes natural to define the clustering coefficient related to a specific $\top$ node $v$. This is given by:

$$\text{cc}_\top(v) = \sum_{u \in N_\bot N_\top(v)} \frac{\text{cc}_\top(u,v)}{|N_\bot N_\top(v)|}. \quad (2)$$

This coefficient enables us to study the distribution of this property over the top nodes as well as its correlation with the degree or other properties. Then one can naturally compute the
Art. 1
Art. 2
Art. 3
Art. 4

Figure 2: Example of a hybrid bipartite graph

bipartite top clustering coefficient $cc_{bip}$ of $G_b$ as the average value of $cc_\top(v)$ over all the nodes $v$ of $\top$. More formally:

$$cc_{bip}(G_b) = \frac{1}{|\top|} \sum_{v \in \top} cc_\top(v).$$  \hspace{1cm} (3)

However, it has been shown in [23] that this coefficient might miss some important properties of the overlapping between $\top$ nodes in the bipartite structures. This is why the authors suggested to use the redundancy coefficient $rd_\top(v)$ of a node $v$, which focuses on the impact of removing $v$ in regards to the $\bot$-projection. Intuitively, a high value of the coefficient indicates that two $\bot$ nodes that $v$ relates are likely to be related by another $\top$ node. Formally, the coefficient is given by:

$$rd_\top(v) = \frac{|\{\{u,w\} \in N_\top(v)^2 \text{ s.t. } \exists v' \neq v, (v',u) \in E_b \text{ and } (v',w) \in E_b\}|}{|N_\top(v)||N_\top(v)|-1}. \hspace{1cm} (4)$$

Following this definition, we can naturally derive the redundancy coefficient $rd_{bip}$ of the bipartite graph $G_b$, defined as the average value of the former coefficient over all $\top$ nodes. More formally:

$$rd_{bip}(G_b) = \frac{1}{|\top|} \sum_{v \in \top} rd_\top(v). \hspace{1cm} (5)$$

### 2.2.3 Hybrid bipartite graphs

In order to overcome the limitations imposed by bipartite graphs (which does not allow to define links between $\bot$ nodes), we propose in this section a framework that enables to deal with different type of links.

A hybrid bipartite graph is formally defined by a nuplet $G_h = (\top, \bot, E_b, E_{\bot\bot})$, where $\top$ is the set of top nodes (the article in our case), $\bot$ the set of bottom nodes (the decisions), $E_b \subset \top \times \bot$ is the set of links between top nodes and bottom nodes ($i.e.$ when decisions cite articles) and $E_{\bot\bot} \subset \bot \times \bot$ is the set of (directed) links between bottom nodes ($i.e.$ when decisions cite decisions). Intuitively, top nodes indicate the presence of cliques (set of nodes all linked together) at the bottom level, the set $E_b$ represents direct links between $\bot$ nodes and the set $E_{\bot\bot}$ stands for standard bipartite links.

Compared to pure bipartite graphs, hybrid bipartite graphs thus allow for a new kind of links between $\bot$ nodes\(^3\). Such a framework enables us to represent all the information contained in legal networks as presented in Section 2.1. An example of a hybrid bipartite graph is given in Fig 2, where $\top$ nodes stand for articles of law and $\bot$ nodes for legal decisions. Links in $E_b$ are depicted by plain black arrows and links in $E_{\bot\bot}$ by dotted coloured lines.

In order to ease the reading, we will not present formally the natural extensions of the metrics defined above. However, this framework allows to focus on new properties of the structure and

\(^3\)Note that $(\top, \bot, E_b)$ is a standard bipartite graph.
in particular on the interplay between the links of $E_{\text{DI}}$ and the ones of $E_b$. We can, for instance, define the notion of covering coefficient, for which given a bottom node, it computes the fraction of direct links of $E_{\text{DI}}$ covered by two indirect links of $E_b$. More formally, let $u \in \perp$ be a node of $G_h$, we define:

$$\text{cov}(u) = \frac{|\{v \in \perp \text{ s.t. } (u, v) \in E_{\text{DI}} \text{ and } \exists w \in \top, (u, w) \in E_b \text{ and } (v, w) \in E_b\}|}{|\{v \in \perp \text{ s.t. } (u, v) \in E_{\text{DI}}\}|} \quad (6)$$

Note that such a pattern has already proved to be of interest in former studies (see the pattern $\text{ATXAX}$ and $\text{ATXBX}$ of [42] for instance). In the context of the legal networks considered in this paper, this coefficient indicates the proportion for a given decision to rely on former decisions ($E_{\text{DI}}$) that deal with similar legal grounds ($E_b$). Taking the example of the hybrid bipartite graph of Fig. 2, one can then distinguish the case of node ICC-3, whose covering coefficient is 1, from node ICC-6, whose covering coefficient is 0.25.

3 The ICC decisions network: a focus on the graph of citations

The purpose of this section is to analyse the properties of the ICC decisions network. In particular, we question how the properties of the network are positioned in regards to the properties observed in common complex networks. To do so, we start investigating global statistics of the different structures of the network (Section 3.1) before focusing on more specific properties related to the graph of citations: the degree distribution (Section 3.2) and the local density (Section 3.3).

3.1 Comparative analysis of the different structures

The first statistics we focus on concern some basic properties that have been extensively investigated in real-world networks, formally presented in the previous section. Table 1 presents the results both for the simple graphs (left) and the bipartite graph (right). Regarding simple graphs, in the left table we compare the differences induced by the two kinds of relations that can link two decisions, namely the direct-citation process\(^4\) (left part) and the article-citation process (right part).

One first can see that the expected global observations made on real-world networks also stand for the graph of citations defined over the ICC decisions network. In particular, it presents a very low density ($3.9 \cdot 10^{-3}$) with a comparatively high local density (captured by the coefficients $cc$ and $tr$), which is two orders of magnitude higher. This over-representation of triangles validates the citation process as a relevant notion of a link between decisions.

However, one can also notice that the maximum out-degree (as well as the maximum in-degree)\(^4\) when two numbers $x / y$ are presented in this column, they respectively refer to the OUT links and the IN links of the graph of citations.

\footnote{\text{\textsuperscript{4}}When two numbers $x / y$ are presented in this column, they respectively refer to the OUT links and the IN links of the graph of citations.}
observed is about two orders of magnitude higher than the average degree. This points out some heterogeneity among the citation process, which we will analyse further in the next section.

Comparing those properties to the ones computed over the graph of article-related decisions, the same conclusions can be derived, although the graph tends to be more dense than the former one. In particular, the local density is very high, which is not surprising, since this graph is defined as the projection of the bipartite structure that encodes clusters of decisions.

Finally, by focusing on the global statistics of the bipartite graph, the same conclusions can be drawn. The degrees seem to be heterogeneously distributed over the structure, as suggested by the difference between the average degrees and the maximum degrees. Regarding the density, this coefficient is low compared to the local density. Yet, it is worth noticing that the two coefficients differ strongly on the value. The redundancy coefficient (0.69) is 4.6 times higher than the bipartite clustering coefficient (0.15). This raises the question of which coefficient is most relevant to discuss overlapping phenomena in bipartite structures [36]. This will be investigated more precisely in Section 4.

In order to refine the global statistics presented above, we move now to the analysis of the value of different metrics computed over the graph of citations. Having in mind that the citation process is fundamental in elaborating a juridical decision, this section investigates which properties of the citation process the standard metrics can highlight and how it can help to focus on particular regions of the graph.

To study this question, we first present the distribution of standard metrics defined for directed graphs before deepening the investigation of the relation between degrees and clustering coefficients in the ICC decisions network.

### 3.2 The degree distribution

Figure 3(a) presents the inverse cumulative distribution of the in- and out-degree in the graph of citations. As expected, the shape of the curve (both axis are in log scale) indicates clearly a heterogeneous distribution of the degrees over several orders of magnitude. This in particular highlights nodes with high degrees in the network. Although the decisions cite and are cited 3.9 times in average (see Table 1), some decisions cite and are cited hundreds of times.

**Decisions that create a precedent.** From a juridical point of view, identifying the most cited decisions highlights the major substantial ICC decisions based on fundamental issues. Those decisions are called “on the merits” in contrast to the technical and procedural ones, which concern more than half of the decisions and have an in- or out-degree equal to 0 or 1. These decisions “on the merits” set a precedent in the ICC case-law.

The most cited decision of the ICC (quoted 96 times) is the *Decision on the consequences*
of non-disclosure of exculpatory materials. This decision was a major event during the Lubanga trial. The ICC judges ruled on the rupture of the conditions of a fair trial and imposed a stay on the proceedings. That decision, labelled as “urgent” in its own title, led to the decision on the release of the accused (however, the accused continued to remain detained until the commencement of trial six months later). This was serious step back for the prosecution. The importance of that decision led the judges to comment that although they had no doubt it was necessary, “they nonetheless imposed it with great reluctance, not least because it means the Court will not make a decision on issues which are of significance to the international community, the peoples of the Democratic Republic of the Congo, the victims and the accused himself”.

The second most cited decision of the ICC (quoted 86 times) is the Decision on victims participation. The place of victims in front of International courts is a fundamental question that judges have currently to address and one of the major stakes for the legitimacy of the ICC. Moreover, in this innovative field of international justice in general, the ICC has been the first international court alleging victims to participate to its proceedings. As the participation of the victims was included in the ICC status (art. 68 and 75), the Lubanga case-law developed it. Judges assigned to the victims, by their decisions, an active role in the proceedings. This particular decision created thus, a precedent. Moreover, the fourth decision most quoted of the ICC is the appeal against that decision on victims participation, that specified it (confirming the main part, but reversing and amending others). It does point out the importance of the interpretation by the ICC judges on the matter of victims participation.

We also can mention that on the top cited decisions listed are the ones finalising the major procedural steps of trial before the ICC. For instance the Decision on the confirmation of charges is the third most quoted decision of the ICC. It is the decision that formally ends the pre-trial phase. The judges confirm the existence of sufficient evidence to establish the liability of the accused, who is committed to the trial chamber for trial. Likewise, the final verdict reached by judges on the Lubanga case that convicted the accused of committing war crimes, is part of the top quoted decisions of the ICC decisions.

The judgement on culpability. Logically if we focus now on the ICC decisions that quote the most decisions, the final verdict of the Lubanga case (Judgement pursuant to Article 74 of the Statute) appears widely as the main decision. Both its versions – the original in English and its translation in French, the two official languages of the Court – and the annexes the verdict comes with, listing precisely all the procedural background, are ranked as the first decisions referring to the most ICC decisions (quoting as much as 199 other decisions for the annex and 65 for the verdict). It can be easily explained since the verdict is the last decision of the trial. It then has to refer to all the previous decisions regarding the procedural steps of the trial as well as the ones ruling on the juridical fundamental issues of the case.

3.3 Clustering coefficient

Another strong property observed in real-networks is related to the over-representation of triangles. Figure 3(b) shows how the in-clustering and out-clustering coefficients are distributed in the network. Except for 0 (which concerns more than 20% of the nodes), this coefficient is quite uniformly distributed, although one can notice that small values seem to be more frequent. Intuitively, this shows that no strong pattern can be identified. However, this simple plot can hide different behaviour depending on the way one aggregates the data. It is also worth noticing that there is a non negligible fraction of nodes (more than 10%) with an out-clustering of 1, which raises the question of what kind of decisions are involved.

In order to deepen this question, Figure 4 shows the correlation between the in- and out-degree of a decision and its average in- and out-clustering coefficient. More precisely, a $(x, y)$ dot on the plot indicates that nodes having an in-degree (resp. out-degree) $x$ have an average

---

5 Trial chamber 1, 13 June 2008, ICC-01/04-01/06-1401
6 Trial chamber 1, 18 January 2008, ICC-01/04-01/06-1119
7 Pre-trial chamber 3, 29 January 2007, ICC-01/04-01/06-803
8 Trial chamber 1, 14 mars 2012, ICC-01/04-01/06-2842
Figure 4: Correlation between degrees and clustering coefficients in the graph of citations.

The in-clustering coefficient (resp. out-clustering) of a node is the average of the clustering coefficients of its in-neighbors (resp. out-neighbors). The plot shows a clear tendency: the higher the degree, the lower the value of the coefficient. This is particularly true for small degree nodes, which have the highest clustering coefficient in average, meaning that the decisions they rely on tend to cite each other. This is explained by the fact that small-degree decisions are by nature very specific to a part of the ICC judicial procedure and usually raise specific and technical questions, while large-degree nodes deal with different juridical issues and thus, refer to a broader scope of procedural and substantial matters.

**A juridical perspective.** To confirm this last statement, we first looked at the most frequent decisions (in the top ten) involved in triangles. It turns out that all of them indeed deal with substantial matters. Here again, both major decisions are the Decision on the consequences of non-disclosure of exculpatory materials and the Decision on victims participation, for which the juridical relevance has been explained previously.

The importance of the first decision and the juridical issues it ruled on is emphasised by the fact that the other major decisions related to the topic, namely the Decision on the release of Thomas Lubanga Dyilo, that results directly from the former decision, is also part of the most frequent in the triangles. This is also the case for more procedural decisions regarding the release. Those decisions belong to the same procedural chain, the importance of which is fundamental from a procedural point of view (the question of whether the accused was about to be released has deeply affected the Lubanga trial) as well as from a substantial point of view (the definition of the conditions of a fair trial). This explains the presence of such decisions “on the merits” in triangles. In addition, it is worth noticing that the verdict convicting Lubanga of committing war crimes is naturally one of the most frequent decision involved in a triangle.

In regards to the counterpart of our former claim (low degree nodes with a high clustering deal with procedural aspects), it is more difficult to assess its relevance since low degree nodes are numerous (see Fig. 3(a)). Thus, we selected two extreme cases: we identified the decision with the highest in-degree (resp. out-degree) among the nodes having highest in-clustering (resp. out-clustering) coefficient. This resulted respectively in Decision on the Prosecution’s Application for Leave to Appeal the “Decision on the Prosecution’s Application to Lift the Stay of the Proceedings” and Request for Review of Detention. The first one is a procedural decision on an application from the Prosecutor for leave to appeal against a precedent decision, the latter, regarding itself a precedent application. This structure thus, reveals the existence of a procedural chain. The second is also a procedural decision regarding the conduct of proceedings between the Pre-trial and Trial chambers. Thus, both decisions confirm the expected procedural

\[9\] Trial chamber 1, 2 July 2008, ICC-01/04-01/06-1418
\[10\] Trial chamber 1, 2 July 2008, ICC-01/04-01/06-1417
\[11\] Appeals chamber, 14 July 2008, ICC-01/04-01/06-1434
\[12\] Trial chamber 1, 15 September 2008, ICC-01/04-01/06-1470
\[13\] Trial chamber 1, 24 September 2008, ICC-01/04-01/06-1473
\[14\] Trial chamber 1, 6 June 2007, ICC-01/04-01/06-921
4 The impact of the hybrid bipartite structure

We turn now to the analysis of the hybrid bipartite structure revealed by the ICC decisions network. The interest of studying the network from this point of view is that it allows to focus on another process used by the judges to elaborate on the ruling procedures. It highlights the role of the articles of the Statute of the Court to support the decisions and how both decisions and articles interplay. Formally, this is done by studying at the same time metrics on the bipartite graph, on its projections (Section 4.1) and on the relation between the different types of links (Section 4.2). This is what this section is devoted to.

4.1 Interplay between the nodes

We start by studying the distribution of different metrics defined for bipartite graphs before showing some non trivial relations between this structure and the graphs derived by its projections.

Degree distribution. We present in Figure 5(a) the inverse cumulative distribution of the degrees of both the articles and decisions in the bipartite graph. Similar to the degree distribution in the graph of citation (see Figure 3(a)), the shape of the plots (in log-log scale) indicates that the degrees are heterogeneously distributed in the bipartite network. Again, this puts an emphasis on high-degree articles and decisions that intuitively tend to address juridical issues shared by many different decisions in the Lubanga case-law. Note that the degree of a given decision in the bipartite structure has a priori no relation with its degree in the graph of citations, since citing former decisions has no relation with relying on articles of the Statute. As expected, the ICC decisions that cite the most articles of the Statute is the verdict reached by the judges convicting the accused (both its versions in French and English). It relies on 81 articles of the Statute. Likewise, the Decision on the confirmation of charges, by which judges confirm the existence of sufficient evidence and commit the accused for trial, quotes 63 articles. Those decisions based on the highest number of articles of the Statute are both decisions that end one phase of the Lubanga case, the pre-trial and the trial. Juridical logic implies then that they respect the principle of legality and the applicable law. The motivations of the decisions have to be based on the articles of Statute, that the judges may interpret.

A more interesting question, is to address the content of the articles supporting most decisions. Focusing on the ten most cited articles of the Statute, it turns out that three main domains are emerging. Firstly, it concerns the fields in which the ICC is innovating, such as
the participation of victims (art. 68, cited 250 times) and the rights of the accused (art. 67, cited 201 times, its paragraph 2 being cited 195 times more). A second group of articles refer to the powers of the ICC, the functions and powers of the trial chamber (art. 64, cited 175 times), the duties and powers of the prosecutor (art. 54 cited 128 times, its paragraph 3-e being cited 156 times more). Finally, the other top cited articles are related to procedural issues, the appeal (art. 82, cited 132 times, its paragraph 1-d being cited 87 times more), the confirmation of charges (art. 61 cited 116 times) and the warrant of arrest (art. 58 cited 110 times).

Overlapping between articles. As discussed in Section 2.2, there is no consensus in the scientific community on the most relevant notion of clustering when analysing bipartite graphs. Two coefficients emerged, namely the bipartite clustering coefficient (Definition 2) and the redundancy coefficient (Definition 4), in the attempt to capture this notion. The first one intends to adapt the notion of clustering coefficient defined for simple graphs by looking at a variation of the triangle motif for bipartite graphs, while the latter intends to see how two $\top$ nodes are related to the same set of $\bot$ nodes.

Figure 5(b) shows the inverse cumulative distribution of the two quantities on the bipartite structure of the ICC network. One can see immediately that the two notions behave very differently for this network. While the proportion of nodes with a small clustering coefficient is very large (more than 90% of the articles have a clustering coefficient lower than 0.3), it is the converse for the redundancy. In particular, 35% of the articles have a redundancy close to 1. For those articles, it means that if they were not cited by the decisions, the projection of the bipartite structure would remain unchanged. This is a strong property highlighting the fact that when two decisions cite a common article they actually cite the same set of articles, a property which is not captured by the clustering coefficient.

Degree correlations. In order to emphasise the last remark, Figure 6(a) presents some non trivial relations between the degree of the nodes in the bipartite graph and their related degree in the projections (both over articles and over decisions). The two plots show a similar tendency: the more the degree of a node in the bipartite graph, the more its degree (in average) in the projection. As such, this behaviour is not surprising, especially as the progression seems linear\textsuperscript{15}. However, looking at the order of magnitude of the axes, the reader might notice that the range of value for the horizontal and vertical axes are very different and thus, pointing out again some overlapping in the bipartite graph. This is particularly obvious for the projection over the decisions. While decisions citing only one article are in average connected to almost 90 other decisions in the projection, this value rises only up to 540 (that is only six times higher) when decisions cite 80 articles. This is clearly due to the fact, as stated earlier, that related decisions tend to rely on the same set of articles.

\textsuperscript{15}Note that the scale of the axes are logarithmic.
Figure 6(b) shows the relation between the degree of the decisions in the bipartite graph and the average degree of the related articles. More precisely, a \((x, y)\) dot indicates that if a decision cites \(x\) articles, the average degree of those \(x\) articles is \(y\). The relation between those two quantities is surprising. The plot shows that the more the degree of the citation, the lower the average degree of the related articles. Somehow, when a decision cites only few articles, those articles tend to deal with issues that are shared by a lot of other decisions. The case of the 1-degree decision is particularly meaningful. It shows that if a decision relies on a unique article, this article tends to be cited by approximately 90 decisions. On the contrary, if a decision relies on many articles, those tend to be more specific and then less invoked by other decisions.

4.2 Interplay between the links

We turn now to the analysis of the hybrid bipartite structure, which enables us to focus on the interplay between the citation of decisions and of articles. We start by the study of the covering coefficient, before investigating more in depth the relation between citing decisions and citing articles in the network.

Covering coefficient. The covering coefficient intends to capture by how much two ⊥ nodes of hybrid bipartite graph related by a direct citation are also related by a common article they refer to. In other words, this metrics focuses on the fraction of direct links covered by indirect links.

Figure 7(a) shows the inverse cumulative distribution of the in- and -out covering coefficient of the decisions. First, one can see that most of the nodes have their coefficient equal to 0. Indeed, it is remarkable that only 38.25% of the direct links are covered by articles. This is a very strong characteristic of the ICC network, which shows that the decisions tend to be procedural and involve chains of cited decisions that deal with technical issues. Yet, investigations showed that this proportion rises to 68.85% when focusing on decisions which cite at least one article. This shows that, as soon as the decision requires to rely on the articles of the Statute of the Court, those articles tend to indeed cover the direct citations. This observation is strengthened by the fact that, in the opposite case, more than 15% of the decisions have a coefficient equal to 1, meaning that all their direct citations are covered by articles.

Relation between citations. In order to better understand the interplay between the two kinds of citations, we present in Figure 7(b) the correlation between the number of articles cited by a decision and the average in- or -out degree of the decision. More precisely, a \((x, y)\) dot means that a decision citing \(x\) articles, cites (or is cited by) \(y\) decisions in average. While no particular conclusion can be drawn for the in-degrees, the plot highlights a tendency for the out-degrees: the more the number of cited articles, the more the number of cited decisions in
average. Going back to the observations made in Section 4.1, this strengthens the conclusion we drew: decisions citing many articles tend to be very specific. As such, the decisions they directly rely on are likely to focus on the same juridical issues and thus, mechanically leading to a high covering coefficient.

5 Comparison to a random model

The analysis conducted in the two previous sections revealed some strong tendencies in the network's structure in the first case of the ICC. While we provided explanation that explains how such findings are related to real juridical issues, it is not yet clear which part of the detected correlations is due to the specific nature this legal network, and which part is induced by the network’s point of view adopted in the study.

In order to deepen this question, in this section we compare the previous results to the ones obtained on a structure generated by a simple random model. To that purpose, we apply a natural extension of the standard Configuration Model [3, 8, 28], which basically shuffles all the edges, both in the directed graph and in the bipartite graph. More precisely, the model generates a hybrid bipartite graph with a similar size (same number of nodes and edges) and similar degree distributions. It means that the only structure kept intact by the model is the number of citations a decision has and the number of times an article is cited. By contrast, the end-points of those links are chosen arbitrary. Thus, by analysing the structure of the generated hybrid bipartite graph as we did in Sections 3 and 4, we can investigate how such a random shuffling of the structure impacts the obtained results.

Figure 8 compares the properties of the real and random networks. Figure 8(a) shows in particular the relation between the in-degree of a citation and its in-clustering coefficient. It is then similar to the blue plot of Figure 4. Regarding those coefficients, the impact of the model is clear. The shuffling has completely deleted the correlation between the two coefficients. Whatever the in-degree of a decision is, its clustering is always around 0.025, which is in contrast with the conclusions drawn in Section 3.3. This shows that the strong relation observed previously is not trivial and it sustains the juridical perspective we provided to explain the observed correlation.

Although less obvious, Figure 8(b) leads to a similar conclusion. The figure focuses on the covering coefficient and shows the inverse cumulative distribution of this property. It is then similar to the blue plot of Figure 7(a). The plot reveals a similar tendency on the model than the one previously observed on the real network. In particular, most of the nodes have their coefficient equal to 0. However, one can observe that the gap between the two distributions is important. In the extreme case, while more than 15% of the decisions have a covering coefficient equal to 1 in the real network, only 2% have such a strong characteristics in the random network. This shows again that such a property is obviously not trivial and it strengthens our conclusions drawn throughout the paper regarding the processes used by the
judges to ground their decisions.

6 Conclusion and perspectives

The multiplication of international criminal jurisdictions led the lawyers to recently question the evolution of the interpretation by the judges of international criminal law and of trial proceedings in the international context. Those jurisdictions started providing a rich case-law of juridical decisions which offer the opportunity to use graph theory to analyse and model such datasets. In this paper, we focused on the legal network composed of the decisions taken by the International Criminal Court (ICC), since its creation in 2002. In order to delimit the object under investigation, we focused more particularly on the Lubanga case, which has reached a final verdict.

Legal networks are characterised by the fact that different types of relations relate the decisions. Since judges motivate their decisions by relying either on former decisions, or on articles of the ICC Statute, this induces a two-level network with a rich and intricate notion of relations between the juridical decisions. We proposed in this paper to analyse this network by means of hybrid bipartite graphs that allow to represent the whole information contained in this network. We then assessed the relevance of this approach by analysing different properties of the structure and we validated the outcomes with juridical interpretations of the results.

As a side effect, this approach highlighted the procedural aspect of this jurisdiction and emphasised the key thematic pointed out by the major decisions. Thus, this work converges for the first time two very different approaches to account for the multi-level complexity in legal networks, and presents a unique and appealing opportunity to relate juridical and network sciences.

This work opens the way to many future directions. From a modelling point of view for instance, it leads naturally to the study of a hybrid bipartite model, that would allow to understand which part of the properties highlighted by the present work stem from this specific dataset, and which part would have emerged within a randomised version of the same two-level structure. Several variations can be envisioned with an increasing constraint on the degree correlations. One could, for instance, force the correlation between direct and indirect links to remain stable in the randomising process, or on the contrary, release this constraint. This would provide a rich information on the emergence of the observed properties in hybrid bipartite graphs. This line of research would benefit from previous studies on general models proposed for multi-level networks [34, 42].

Finally, on a broader perspective, one key question that the community needs to address in the future lies in the gathering of data exhibiting similar complex structures. It is indeed often difficult to have at the same time information on bipartite and direct links. For instance, if it is trivial to know which actor plays in which movie (bipartite links), on the contrary it is very difficult to know the exact social ties between the actors (direct links). However, several data involving social networks allowed recently to infer this complex structure. We can cite for instance the Flickr network, where users are related to the photos they comment on (bipartite links), but also to their personal contacts (direct links); or Wikipedia webpages, where articles relate to other articles (direct links), but also label their entry with categories (bipartite links). In the same way, most of legal networks put emphasis on juridical decisions that cite each other, but also rely on law articles, which gather several decisions. All in all, we can expect such intricate structures to be more and more available for formal analyses, such as the one presented in this paper.

Acknowledgements

This work is partly funded by the National Center for Scientific Research (CNRS) through the PEPS Project "DoRê". The authors are also grateful to Louisa Harutyunyan for her feedback on the paper.
References


