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Abstrat: Large Grids are built by aggregating smaller parallel mahinesthrough a publi long-distane interonnetion network (suh as the Internet).Therefore, their struture is intrinsially hierarhial. Eah level of the networkhierarhy gives performanes whih di�er from the other levels in terms of la-teny and bandwidth. MPI is the de fato standard for programming parallelmahines, therefore an attrative solution for programming parallel appliationson this kind of grid. However, beause of the aforementioned di�erenes of om-muniation performanes, the appliation ontinuously ommuniates bak andforth between lusters, with a signi�ant impat on performanes. In this report,we present an extension of the information provided by the run-time environ-ment of an MPI library, a set of e�ient olletive operations for grids and amethodology to organize ommuniation patterns within appliations with re-spet to the underlying physial topology, and implement it in a geophysisappliation.Key-words: omputational grids, message passing, olletive operations, MPI



Appliations MPI pour la grille : une approhetenant ompte de la topologieRésumé : Les grilles de alul à grande éhelle sont onstruites en aggré-geant des mahines parallèles plus petites et en les reliant à travers un réseaud'interonnexion longue distane publi (omme l'Internet). Leur stuture estdon intrinsèquement hiérarhique. Chaque niveau de hiérarhie dans le ré-seau fournit des performanes di�érentes des autres niveaux en termes de la-tene et de bande passante. MPI est le standard de fait pour programmer lesmahines parallèles, et don une solution attrative pour programmer des ap-pliations parallèles pour e type de grilles de alul. Cependant, du fait desdi�érenes de performanes de ommuniations sus-itées, les appliations om-muniquent entre les lusters ave un impat signi�atif sur les performanes.Dans e rapport, nous présentons une extension des informations fournies parl'environement d'exéution d'une bibliothèque MPI, un ensemble de ommuni-ations olletives pour les grilles et une méthode pour organiser les shémas deommunuations au sein de l'appliation en fontion de la topologie physiquesous-jaente, et l'implémentons dans une appliation de gó-physique.Mots-lés : grilles de alul, passage de messages, opérations olletives, MPI



MPI Appliations on Grids: a Topology Aware Approah 31 IntrodutionLarge Institutional Grids are built by aggregating smaller parallel mahines(usually lusters) through a publi interonnetion network (suh as the Inter-net). Beause of their strong experiene in parallel mahines, many users wishto program suh grids as traditional parallel mahines although they do notknow all the harateristis of suh mahines.The de-fato standard for programming parallel mahines is the MessagePassing Interfae (MPI). One of the advantages of MPI is that it provides asingle well de�ned programming paradigm, based on expliit message passingand olletive ommuniations. It is interesting to onsider a MPI for Grids,sine omplex appliations may use non trivial ommuniation shemes bothinside and between lusters.In order to port MPI on Grids, several issues have to be addressed. In [4℄, wealready addressed the problem of designing an e�ient runtime environment forMPI on Grids and enabling transparent inter-luster ommuniations. With theframework we designed in this preliminary work, an MPI appliation annot takefull advantage of the Grid power. Indeed, the ommuniation topology does notdi�erentiate ommuniations between nodes inside a same luster and remotenodes. Thus, in the general ase, the appliation ontinuously ommuniatesbak and forth between lusters, with a signi�ant impat on performanes.In this report we address the key problem of adapting the appliation'sommuniation sheme to the topology of the grid on whih the appliation isspawned. Our approah onsists in speifying, during the appliation designand implementation, the topologies the appliation an be e�iently run on. Inthis spei�ation, whih will be desribed more thoughtfully in setion 3, rolesfor spei� nodes and network requirements between nodes an be de�ned.A few approahes tried to takle the topology adaptation problem (e.g.PACX-MPI and MPICH-G [8, 14℄) by publishing a topology desription to theappliation at runtime. However, pratial experiments demonstrated that it isa di�ult task to ompute an e�ient ommuniation sheme from a topologydisovered at runtime.In the approah we develop inside the QosCosGrid european Projet, thetopology published at runtime to the appliation is ompatible with the require-ments of the appliation for an e�ient data distribution, and ommuniations.Moreover, the topology published ontains additional information on nodes andnetworks thus allowing to speialize roles for spei� nodes.Furthermore, topology information an be used to organize point-to-pointommuniations within olletive operations. Colletive operations have beenstudied and optimized during the last deades under a ommon assumption:the ommuniation ost funtion between two nodes is the same throughout thesystem. This hypothesis is no longer valid in a grid environment, sine ommu-niation osts an vary by three orders of magnitude between two onseutivelevels of hierarhy. Hene, performanes an greatly bene�t from olletive op-erations that adapt their point-to-point ommuniations to the topology.The main ontributions of this artile are: a grid-enabled MPI middleware,featuring topology disovery funtionality; a set of adapted olletive operationsthat �t with the topology of the grid using topology information, namely Broad-ast, Redue, Gather, Allgather, Barrier and Alltoall; a grid-enabled appliationthat takes advantage of the aforementioned features.RR n° 6633



4 C. Coti & T. Herault & F. Cappello2 Related WorkOpen MPI[5℄ is the MPI implementation used as the basis of the grid-enabledmiddleware [4℄ of the QosCosGrid projet [16℄. It �ts partiularly well to gridomputing, beause it allows heterogeneous 32/64 bits representation, and anhandle more omplex shifting between di�erent arhitetures.The PACX-MPI[8℄ projet was reated to interonnet two vendor paral-lel mahines. It an be used to aggregate several lusters and reate a meta-omputer.Grid-MPI [17℄ is a grid-enabled extension of YAMPII using the IMPI [9℄standard. It implements the MPI-1.2 standard and most of the MPI-2 standard.In [17℄ some optimized olletive operations are presented for two lusters. TheAllRedue algorithm is based on the works presented in [20℄. The broadastalgorithm is based on [1℄. Colletive operations are optimized to make an in-tensive use of inter-luster bandwidth, with the assumption that inter-lusterommuniations have aess to a higher bandwidth than intra-luster. However,this is not always a valid assumption. Nowadays, high-speed and low latenynetworks' bandwidth is higher than inter-luster Internet links. An environmentwhere the inter-luster bandwidth is lower than the intra-luster bandwidth isout-of-sope of [17℄. Furthermore, GridMPI does not allow the use of hetero-geneous environments beause of di�erent preision in �oating point and 32/64bits support.The Globus Toolkit [7℄ is a set of software that aims to provide tools for ane�ient use of grids. MPICH [10℄ has been extended to take advantage of thesefeatures [14℄ and make an intensive use of the available resoures for MPI appli-ations. It uses GT for resoure disovery, staging, spawning, launhing and tomonitor the appliation, input and output rediretion and topology disovery.MPICH-G2 introdued the onept of olors to desribe the available topology.It is limited to at most four levels: WAN, LAN, system area and, if available,vendor MPI. Those four levels are usually enough to over most use-ases. How-ever, one an expet �ner-grain topology information and more �exibility forlarge-sale grid systems. Besides, olors in MPICH-G2 are integers only. Thisis onvenient to reate new ommuniators using MPI_Comm_split(), but theuser has to �guess� what olor orresponds to the requested ommuniator.All of these approahes display the physial topology for the appliation.On the other hand, our approah fouses on ommuniation pattern: the ap-pliation has aess to the logial topology, whih maps the ommuniations ofthe appliation. Another element of the grid arhiteture, the meta-sheduler,whih is not desribed in this work, is in harge with mathing this requestedlogial topology with a ompatible physial topology.Colletive operations have been studied widely and extensively the lastdeades. One an ite Fibonai (k -ary) trees and binomial trees for broadastoperations. Binary trees an be optimized as split-binary trees. The messageis split equally by the root [23℄, and eah half is sent to eah side of the tree.At the end of the �rst phase, eah half of the nodes has reeived half of themessage. Eah node exhanges its half with a node among the other half.However, as pointed out in [20℄ those strategies are optimal in homogeneousenvironments, and most often with a power-of-two number of proesses. Theirperformane are drastially harmed by non-power-of-two numbers of proessesand heterogeneous message transmission times. INRIA



MPI Appliations on Grids: a Topology Aware Approah 5Topology-disovery features in Globus have been used to implement a topology-aware hierarhial broadast algorithm in MPICH-G2 [13℄. The basi idea ofthis study is to minimize inter-luster ommuniations. Instead of sending log(p)messages between two lusters (p being the overall number of nodes in the sys-tem), as a traditional binary tree would, the algorithm presented in this artilesends only one message.A hierarhial broadast algorithm is also presented in [3℄, with a very de-tailed ommuniation ost model and an deep analysis of the problem. Themodel used in this study onsiders not only heterogeneity in terms of ommu-niation delays but also in terms of message proessing speed. It onsiders amulti-level strategy to minimize the omplexity of an instane of the WeightedBroadast Problem with an extension of a Greedy Broadasting Algorithm.An optimized redution algorithm for heterogeneous environments is pre-sented in [15℄. However, the model used in that study onsiders only the timeeah node takes to proess a message, not point-to-point ommuniation times.Wormhole is a routing protool targeted to massively parallel omputers.Messages are divided into small piees alled �its, whih are pipelined throughthe network. [18℄ studies how olletive operations an bene�t or be harmed bymessage spliing.3 ArhitetureTo implement our topology aware approah, we have designed QCG-OMPI, amodi�ed version of Open MPI for the QosCosGrid projet. The general arhi-teture of QCG-OMPI is detailed in [4℄. A set of persistent servies extend theruntime environment of the parallel appliation in order to support appliationsspanning above several lusters.These servies are alled Inter-Cluster Communiation Servies (ICCS). Theymake possible peer-to-peer onnetions between nodes separated by a �rewalland/or a NAT. The ICCS arhiteture is depited in �gure 1.Several inter-luster onnetion tehniques are implemented in QCG-OMPI.Basi tehniques inlude diret onnetion (when possible aording to the �re-wall poliy of lusters), relaying (like PACX-MPI, though with only one relaydaemon instead of one for inoming ommuniations and one for outgoing ones),limitation to an open port range (like MPICH-G2 and PACX-MPI) and reverseonnetion. More elaborate methods inlude traversing TCP, whih is presentedin [21℄.These features are provided by a hierarhial distributed grid infrastrutureonsisting on a set of grid servies. A onnetion helper is running on every nodeto help MPI proesses establish onnetions with other proesses. A frontalservie is running on the front-end mahine of every luster. It is used formessage relaying within the infrastruture, and ahes information. The onlyentralized servie is the broker. It maintains an up-to-date global ontat listabout all proesses of the appliations and knows whih is the most e�ienttehnique to interonnet two proesses.
RR n° 6633



6 C. Coti & T. Herault & F. Cappello
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Figure 1: Inter-luster ommuniation servies3.1 Multi-level topology disoveryInstitutional grids are made of several levels of hierarhy: nodes an featuremulti-ores or multi-proessors arhitetures, they are put together as lusters(sharing a same network), sometimes several lusters are geographially loseto eah other (e.g., in the same mahine room or in the same building), yetannot be onsidered as a single luster, and lusters loated in di�erent orga-nizations are interonneted through the Internet. Hene, appliations ought tobe adapted to the underlying topology, in order to onsider it to organize theirommuniations. However, the MPI standard does not speify suh �geograph-ial� information aess.We propose to desribe the topology by naming the groups of nodes theproesses will be mapped on. This information is passed as a parameter of thesheduler to speify hardware requirements on the requested nodes.We give the developer the possibility to desribe a topology for his applia-tion. Beside the appliation itself, he an write a JobPro�le desribing require-ments in terms of ommuniation possibilities and/or omputational power forthe appliation proesses. A meta-sheduler is in harge of mapping the re-quested topology on available nodes whose harateristis math as tightly aspossible the ones requested in the JobPro�le.This approah allows the appliation developer to organize his appliation(and more spei�ally his ommuniations) with in his mind the physial topol-ogy the appliation will be exeuted on. An example of a minimal jobPro�le ispresented �gure 2. It desribes the proess groups involved in the omputation(only one group here), in partiular by speifying the number of proesses ineah group (here $NPROCS, i.e., all the available proesses in the job). Someparameters are left blank, and �lled by the meta-sheduler with the harater-istis of the obtained mapping. INRIA



MPI Appliations on Grids: a Topology Aware Approah 7
<grmsJob appId="helloworld-job">

<task taskId="helloworld-task1">

<resouresDesription>

<topology>

<group groupId="g1"/>

<proesses>
<groupIdReferene groupId="g1"/>

<proessesCount>
<value>$NPROCS</value>

</proessesCount>
</proesses>

</topology>

</resouresDesription>

<exeution type="open_mpi">

<exeutable>
<exeFile>

<�le>
<url>gsiftp://host.domain.om/~/hello</url>

</�le>
</exeFile>

</exeutable>
<proessesCount>

<value>$NPROCS</value>
</proessesCount>

</exeution>

</task>

</grmsJob> Figure 2: Simple JobPro�le exampleThe groupId de�ned in the jobPro�le is the same as the one obtained bythe appliation in the topology desription. This way it is easy to determinein the appliation whih group a given proess belongs to, and whih proessesbelong to a given group. Furthermore, a bijetive funtion is provided by theMPI library to get the olor integer orresponding to the name of the group, toprovide ability to reate ommuniators.The following two subsetions explain how to take advantage of those ol-ors. Subsetion 3.2 desribe a set of olletives operations designed to �t onthe physial topology and knowledge about proximity between proesses, andsubsetion 3.3 desribes a spei�ally adapted appliation.The di�erene beteewn the physial and the logial topology it that thelatter is de�ned by the developper, and the former is obtained by the shed-uler and mathes with the logial topology. For example, if the developperrequested three groups for tightly oupled proesses, the sheduler an mapthem on two lusters only: the physial topology meets the requirements of thelogiial topology, but is not exatly the same as what was spei�ed. Globalolletive operations must onsider the whole set of proesses as two subsets,whereas the appliation onsiders it as three subsets.3.2 Adapted olletive operationsColletive operations are ritial in MPI appliations. A study onduted at theStuttgart High-Performane Computing Center [19, 20℄ showed that on theirCray T3E, they represent 45% of the overall time spent in MPI routines.To the best of our knowledge, no equivalent study was ever done on a pro-dution grid during suh a long period. However, one an expet non-topology-aware olletive ommuniations to be even more time-onsuming (with respetto all the other operations) on an heterogeneous platform.RR n° 6633



8 C. Coti & T. Herault & F. Cappello// ommuniators are in a table of MPI_CommQCG_Bast(buffer, ROOT, **omms){for( i = 0 ; i < depth[my_rank℄ ; i++) {MPI_Bast(&buffer, 1, MPI_INT, ROOT,omm[i℄ );}}QCG_Barrier(**omms){for( i = depth[my_rank℄-1 ; i >= 0 ; i�) {MPI_Barrier( omm[i℄ );}QCG_Bast(&i, 1, MPI_INT, ROOT, &omm);} Figure 3: Hierarhial broadast and barrierUsage of topology information In order to use the topology informationfor olletive operations, we de�ne the following groups of proesses and theorresponding ommuniators: a) Eah topologial group (e.g., a luster) isassigned a ommuniator; b) Among eah of those groups, a master is de�ned(e.g., the lowest global rank); ) All the proesses within a given group that aremasters of their respetive subgroups are part of a master groupMPI_Bast Sending a message between two lusters takes signi�antly moretime than sending a message within a luster. The lateny for small synhro-nization messages, an be superior by several orders of magnitude, and theinter-luster bandwidth is shared between all the nodes ommuniating betweenlusters. Thus, a priority of any olletive algorithm in grid environments is tominimize inter-luster ommuniations.In this study, we use a hierarhial broadast. Most often, broadasts areinitiated by the proess of rank 0 of the onerned ommuniator. The root ofthe broadast, being part of the top-level master ommuniator, broadasts themessage along this top-level ommuniator. Eah proess then broadasts themessage along its �sub-masters� ommuniator, until the lowest-level nodes arereahed.The system of olors does not allow the proesses to know about ommunia-tion osts within a level, so we assume here that eah sub-group is homogeneous.MPI_Redue Redution algorithms are not just �reverse� broadasting al-gorithms. Indeed, the operation may not be ommutative, although all theprede�ned operators are ommutative. However, it is required to be assoia-tive.We assume that the proesses mapped in a given luster have onseutiveranks. Therefore, we an use the hierarhial approah for a redution operationtoo. Eah lowest level luster perform a redution towards their master, and foreah level until the top level is reahed the masters perform a redution towardtheir level master.MPI_Gather A Gather algorithm sends the ontents of a bu�er from eahproess to the root proess of the gather operation. It an also be done ina hierarhial way: a root is de�ned in eah luster and sub-luster, and anINRIA



MPI Appliations on Grids: a Topology Aware Approah 9optimized gather algorithm is used within the lowest level of hierarhy, then foreah upper level until the root is reahed.The exeutions among sub-masters gather bu�ers whih are atually ag-gregations of bu�ers. This aggregation minimizes the number of inter-lusterommuniations, for the ost of only one trip time while making a better use ofthe inter-luster bandwidth.MPI_Barrier bloks the aller until all group members have alled it. Theall returns at any proess only after all group members have entered the all.[22℄. This fat an be guaranteed by suessive MPI_Barrier from the lowest-level ommuniator up to the highest-level masters' ommuniator. At thispoint, all the lowest-level masters are sure that all the allers of MPI_Barrierentered the barrier, then spread the information using a hierarhial broadast,refered as QCG_Bast in �gure 3.MPI_Allgather an be ahieved using the same algorithm as MPI_Barrier.MPI_Alltoall [12℄ presents an algorithm for all-to-all ommuniations onlusters of lusters. Nodes within eah luster perform an all-to-all ommunia-tion, then several nodes in eah luster send an aggregation of several bu�ers tonodes belonging to the other lusters. These meta-bu�ers are broadast withinthe other lusters.The goal of this utting-through is to share the quantity of data that mustbe sent between two given nodes. However, if the meta-bu�ers do not ontainenough data to �ll the inter-luster bandwidth, it will not fully take advantageof those links.Appliations do not usually send extremely large data through MPI ommu-niations ; hene, the meta-bu�er ontaining the result of eah loal all-to-allwill be sent in only one ommuniation.To summarize, an all-to-all ommuniation is �rst performed within eahlowest-level set of proesses. Then at eah level, the masters perform an all-to-all ommuniation with aggregation of the bu�ers sent in the lower level.When the top-level is reahed, the result is broadast (using a topology-awarebroadast algorithm).3.3 Grid-enabled appliationWe implemented and used these olletive operations in Ray2mesh [11℄, a geo-physis appliation that traes seismi rays along a given mesh ontaining ageographi area desription. It uses the Snell-Desartes law in spherial ge-ometry to propagate a wave front from a soure (earthquake epienter) to areeiver (seismograph). It features two parallel implementations, inluding amaster-worker-based approah.The exeution of Ray2mesh an be split up into three phases. The �rstone onsists of suessive olletive operations to distribute information to theomputation nodes. It is made of three broadast operations, from the mastertoward workers. Broadasts are tree-based olletive operations: alls return assoon as the proess's partiipation to the operation is ompleted, not when allthe operation is ompleted. For example, the �rst stage of a tree-based operationRR n° 6633
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Figure 4: Organization of a multi-level master-worker appliation. SM is theSuper Master, B are the Bosses, W are the Workersan start as soon as the seond stage of the previous one starts. Operations per-formed here between broadasts are simple operations, like memory alloations:the broadasts are pipelined. The seond phase is the master-worker omputa-tion itself. The third phase is made of olletive operations: a broadast andan all-to-all operation.The master-worker approah is used for a very wide range of parallel applia-tions. Its major drawbak is the onentration of all the data distribution workin the master, reating a bottlenek. Nevertheless, the unique queue (entralmaster) design is a basi approah of a master-worker data distribution.Moreover, the master an be loated in a remote luster. After omputinga hunk of data, slaves wait for a new hunk of data: the longer it takes tosend the result to the master and to reeive a new hunk, the longer the workerwill be idle. Data prefeth to overlap ommuniation and omputation [2℄ anbe a solution to eliminate those idle phases, however this approah requiresmassive modi�ation of an appliation and omplexi�es the utilisation of generilibraries.Our approah is foused on ommuniation patterns. We use the topologialinformation to build a multi-level implementation of the three phases involvedin Ray2mesh to make the ommuniation pattern �t with the topology of theGrid.Proesses whih are lose to eah other an ommuniate often, whereasdistant proesses ought to barely (or not at all) ommuniate with eah other.We organize ommuniations with this basi priniple in mind. Proesses lo-ated in the same luster (we onsider as �luster� a set of proesses that sharethe same lowest-level olor) share the same data queue. A proess within eahluster is in harge to distribute the data among other proesses: we all it theloal boss. Then, workers reeive data from their loal boss, involving loal-onlyommuniations.Bosses get their data queue from an upper-level boss (that an be the top-level master, or super-master). Therefore, most ommuniations are done withinlusters. The most expensive ommuniations in terms of lateny, between twotop-level lusters, are the least frequent ones. They are used to transfer largerINRIA



MPI Appliations on Grids: a Topology Aware Approah 11sets of data, destinated to bosses: they make a better use of a (supposed) widerbandwidth and redue the e�ets of a higher lateny.The organization of a multi-queue master-worker appliation is representedin �gure 4, with 2 lusters and 2 sub-lusters in one luster.This approah provides the same attrative properties as a traditional master-worker appliation, with any number of levels of hierarhy. Hene, it performsthe same automati load-balaning, not only among the workers, but also amongthe queues: if a luster omputes its data faster than the other ones, it will geta new set of data immediately after the results are reovered. This property isneessary to suit to di�erent sizes of lusters and di�erent omputation speeds.Moreover, eah master has to handle fewer work requests than a unique masterwould have to.Beside of this master-worker omputation, Ray2mesh uses several olletiveoperations. Some information related to the omputation is broadast beforethe atual master-worker phase: our grid-enabled broadast algorithm is usedthree times before the omputation phase, then one after it. Some informationabout the results omputed by eah slave are eventually sent to eah other: weuse here our hierarhial MPI_Alltoall.4 Experimental EvaluationIn this setion we present the performane measurements of our implementation.We onduted the experiments on two traditional platforms of high performaneomputing: lusters of workstations with GigaEthernet network and omputa-tional grids. These experiments were done on the experimental Grid'5000 [6℄platform or some of its omponents.First, we measure the e�ieny of topology-aware olletive operations, us-ing miro-benhmarks to isolate their performane. Then we measure the e�etsof hierarhy on a master-worker data distribution pattern and the e�ets on theRay2mesh appliation.4.1 Experimental PlatformGrid'5000 is a dediated reon�gurable and ontrolable experimental platformfeaturing 13 lusters, eah with 58 to 342 PCs, onneted by Renater (the FrenhEduational and Researh wide area Network)."It gathers roughly 5000 CPU ores featuring four arhitetures (Itanium,Xeon, G5 and Opteron) distributed into 13 lusters over 9 ities in Frane.For the two families of measurement we onduted (luster and grid), we usedonly homogeneous lusters with AMD Opteron 248 (2 GHz/1MB L2 ahe) bi-proessors. This inludes 3 of the 13 lusters of Grid'5000: the 93-nodes lusterat Bordeaux, the 312-nodes luster at Orsay, a 99-nodes luster at Rennes.Nodes are interonneted by a Gigabit Ethernet swith.We also used QCG, a luster of 4 multi-ore-based nodes with dual-ore IntelPentium D (2.8 GHz/2x1MB L2 ahe) proessors interonneted by a 100MBEthernet network.All the nodes were booted under linux 2.6.18.3 on Grid'5000 and 2.6.22 onthe QCG luster. The tests and benhmarks are ompiled with GCC-4.0.3 (with�ag -O3). All tests are run in dediated mode.RR n° 6633



12 C. Coti & T. Herault & F. Cappello

Figure 5: Hierarhial MPI_GatherInter-luster throughput on Grid'5000 is 136.08 Mb/s and lateny is 7.8 ms,whereas intra-luster throughput is 894.39 Mb/s and lateny is 0.1 ms. Onthe QCG luster, shared-memory ommuniation have a throughput of 3979.46Mb/s and a lateny of 0.02 ms, whereas TCP omminuations have a throughputof 89.61 Mb/s and a lateny of 0.1 ms.4.2 Colletive operationsWe implemented the olletive operations desribed in setion 3.2 using MPIfuntions. We used them on 32 nodes aross two lusters in Orsay and Rennes(�gures 6a-b). Although not exatly a �grid� in the sense of a luster of lusters, aon�guration with two lusters is an extreme situation to evaluate our olletiveommuniations: a small onstant number of inter-luster messages are sent bytopology-aware ommuniations, whereas O(log(p)) (p: total number of nodes)inter-luster messages are sent by standard olletive operations. With anynumber of lusters, topology-aware olletive operations send O(log(C)) inter-luster messages, where C is the number of lusters.We also used the QCG luster with 8 proesses mapped on eah mahine.Although this oversubsribes the nodes (8 proesses for 2 available slots), ourbenhmarks are not CPU-bounded, and this on�guration enhanes the stresson the network interfae. Measurements with a pro�ling tool validated the verylow CPU usage during our benhmark runs.We used the same measurement method as desribed in [14℄, using the barrierdesribed in setion 3.2.Sine we implemented our hierarhial olletive operations in MPI, somepre-treatment of the bu�ers may be useful. We ompared the performanesof our hierarhial MPI_Gather for di�erent message size on the QCG lusterINRIA
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(a) Broadast (b) Redue
() Redue (d) GatherFigure 6: Comparison between standard and grid-enabled olletive operationson a grid.�gure 5. Pre-spliing the bu�er appeared to be interesting for messages largerthan 1kB. Then it is possible to pipeline the suessive stages of the hierarhialoperation. It appeared to be useful espeially when shared-memory ommuni-ations were involved, whih an be explained by the better performanes ofshared-memory ommuniations on small messages.Figures 6(a) and 6(b) piture omparisons between standard and hierarhialMPI_Bast and MPI_Redue on Grid'5000. Spliing appeared to be useful forMPI_Bast: we splied the messages every 10 kB for messages of size 64kB andbeyond, whereas it was useless for MPI_Redue, sine big messages are alreadyut out by the algorithm implemented in Open MPI.One an see that, as expeted, hierarhial MPI_Bast (�gure 6(a)) al-ways performs better than the standard one. Moreover, spliing and pipeliningpermits to avoid the performane step around the eager/rendezvous mode tran-sition.When messages are large regarding the ommuniator size, MPI_Redue(�gure 6(b)) in Open MPI is implemented using a pipeline mehanism. Thisway, the ommuniation ost is dominated by the high throughput of the pipelinerather than the lateny of a multi-steps tree-like struture. Hierarhy shortensthe pipeline: then its lateny (i.e., time to load the pipeline) is smaller and itperforms better on short messages. But for large messages (beyond 100 kB), thehigher throughput of a longer pipeline outperforms the lateny-redution strat-egy. In this ase, hierarhization of the ommuniations is not the appropriateapproah. The high standard deviation of the standard MPI_Redue for smallRR n° 6633



14 C. Coti & T. Herault & F. Cappellomessages an be explained by the high variability of onurrent tra� on theinter-luster links, and the fat that the standard algorithm for small messagesis more sensitive to this.Figures 6() and 6(d) piture omparisons between standard and hierar-hial MPI_Redue and MPI_Gather on the QCG luster. On a luster ofmulti-ores, olletive operations over shared-memory outperform TCP om-muniations signi�antly enough to have a negligible ost. Therefore, on a on-�guration inluding a smaller number of physial nodes, induing more shared-memory ommuniations, our hierarhial MPI_Redue performs better (�gure6()).For the same reasons, MPI_Gather performs better if ommuniations areorganized in order to �t with the physial topology. Moreover, performanesseem to be drastially harmed by the transition to the rendezvous ommunia-tion protool, whih is by default set to 4 kB in Open MPI. We ut messagesout every 1 kB for the hierarhial mode, as explained in �gure 5.4.3 Adapted appliationThe exeution phases of Ray2mesh are presented in setion 3.3. It is made of3 phases: 2 ommuniation phases and a master-worker omputation phase inbetween them. When the number of proesses inreases, one an expet theseond phase to be faster but the �rst and third phases to take more time, sinemore nodes are involved in the olletive ommuniations.Figure 7 presents the salability of Ray2mesh under three on�gurations:standard (vanilla), using grid-enabled olletive operations, and using a hier-arhial master-worker pattern and grid-enabled olletive operations. Thosethree on�gurations represent the three levels of adaptation of appliations tothe Grid. The standard deviation is lower than 1% for eah point.First of all, Ray2mesh sales remarkably well, even when some proesses areloated on a remote luster. But performanes are slightly better on a singleluster, for obvious reasons: olletive operations are faster on a luster, andworkers stay idle longer on a grid while they are waiting for a new set of data.When a large number of nodes are involved in the omputation, olletiveoperations represent an important part of the overall exeution time. We an seethe improvement obtained from grid-enabled olletives on the �grid-optimizedolletives� line in �gure 7. The performane gain for 180 proesses is 9.5%.Small-sale measurements show that the grid-enabled version of Ray2meshdoes not perform as well as the standard version. The reason for that is thatseveral proesses are used to distribute the data (the bosses) instead of only one.For example, with 16 proesses distributed on two lusters, 15 proesses willatually work for the omputation in a single-queue master-worker appliation,whereas only 12 of them will ontribute to the omputation on a multi-level(two-level) master-worker appliation.However, we ran proesses on eah of the available proessors, regardless oftheir role in the system. Bosses are mainly used for ommuniations, whereasworkers do not ommuniate a lot (during the master-worker phase, they om-muniate with their boss only). Therefore, a worker proess an be run on thesame slot as a boss without ompeting for the same resoures. For a given num-ber of workers, as represented by the �workers and master only� line in �gure 7,the three implementations show the same performane for a small number ofINRIA
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Figure 7: Salability of Ray2mesh on a gridproesses, and the grid-enabled implementations are more salable. The perfor-mane gain for 180 proesses is 35%.5 ConlusionIn this report, we presented an extension of the runtime environment of anMPI implementation targeting institutional grids to provide topology informa-tion to the appliation. Those features have been implemented in our spei�adaptation of an MPI library for grids.We proposed a methodology to use MPI programming tehniques on grids.First we desribed a set of e�ient olletive operations that organize theirommuniation with respet to the topology in order to minimize the number ofhigh-lateny ommuniations. Experiments showed the bene�ts of this approahand its limitations.Then we presented a programming method to make use of the topology infor-mation in the appliation and de�ne adapted ommuniation patterns. We usedthis method to implement a grid-enabled version of the Ray2mesh geophysisappliations featuring a multi-level master-worker pattern and our hierarhialolletive operations. Experiments showed that using optimized olletives �t-ted to the physial topology of the Grid indue a performane improvement.They also showed that adapting the appliation itself an improve the perfor-manes even further.We are now working on the integration of our grid-enabled MPI middle-ware with the Distributed Resoure Management Appliation API (DRMAA)OpenDSP [24℄. OpenDSP features job submission, job termination and job mon-itoring servies, and provides a dediated authentiation servies to inrease thelevel of seurity and on�dentiality aross the grid.RR n° 6633
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