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ABSTRACT

Many databases are now accessible through computer networks and users
frequently have data of interest in different databases. Manipulations of such data
call for functions that do not exist in classical manipulation languages and database
systems. A new type of data manipulation language is needed that was called
multidatabase manipulation languages. We describe the multidatabase language
MSQL designed for manipulations of data from different relational databases.
MSQL is an extension of SQL language that is became the standard for relational
database systems.
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MSQL: Un Langage Multibase

W. Litwin, A. Abdellatif, B. Nicolas, Ph. Vigier and A. Zeroual

INRIA, BP 105, 78153 Le-Chesnay, France

RESUME

De nombreuses bases de données sont actuellement accessibles 2 travers des
réseaux d'ordinateurs et les données intéressant un usager sont souvent dans
plusieurs bases. La manipulation de telles données nécessitent des fonctionnalités
inconnues des langages et des systtmes de bases de données classiques. Un
nouveau type de langage de manipulation de données est nécessaire, qu'on a
appel€ langage de manipulation multibase. Nous présentons le langage multibase
MSQL congu pour la manipulation de données provenant de différentes bases de
données relationnelles. MSQL est une extension du langage SQL qui est devenu le
standard pour les systémes relationnels.



1. INTRODUCTION

Many databases now exist on various computers and are accessible through computer networks. A
large mainframe with a database system like INGRES or a database server like Compuservice may
support dozens of databases. A videotex system like Teletel may provide access to thousands of
databases for millions of people. A major consequence is that many users now have data of interest
in different databases. Such users frequently need to jointly manipulate data in different databases.
A Teletel user who wishes to go out for a movie and for dinner, may wish to find in some cinema
guide database and in some restaurant guide database, the cinemas and restaurants that are in the
same street. A bank may have several branch databases and a manager of company may wish the
balances of the accounts that the company has at different branches. If this manager uses Teletel, he
may further dream about such a query to all the banks his enterprise uses (most French banks are
accessible through Teletel). Then, a user of Teletel who wants to find the cheapest way to travel
somewhere, may need to query several airline databases and maybe the SNCF (French railways)
database. Furthermore, if a street changes name, it may be necessary to update all the
corresponding databases, etc.

Manipulations of such data require functions that do not exist in classical manipulation languages
and database systems /LIT86b/, designed for manipulations of data integrated into one database. One
reason is that data in different databases are not usually mutually integrated, as, for various
reasons, the administrators wish to remain independent. Data about the same real things (accounts,
restaurants,etc.) present then semantic differences. The differences consist of partial redundancy,
differences in naming, data structures, types, scales, independence of keys etc. This type of
heterogeneity is independent of data model which means that it exists, even if all databases present
the common data model and manipulation language for cooperative usage. The differences among
similar data result from different perceptions of the same real universe, from local needs, from the
competition for customers (restaurant guides), from political incompatibility (French socialist party
database and French National Front database), etc. Usually, in such a case, there is no way to force
the integration through a global schema, since no one would agree on the global administrator. The
databases shown in the appendix, modeling actual databases, show some of differences that may
occur.

The system for the manipulation of data in autonomous databases was called multidatabase system
(MBS) /LIT82/. By the same token, the corresponding manipulation language was called
multidatabase manipulation language (MML). Databases that may be manipulated together without
global integration, were called interoperable /LIT86b/. Relational databases are a particularly



important subject for interoperability, since most future databases will present a relational interface,
no matter what data model and implementation issues are used internally. /LIT86b/ describes the
prototype relational MBS termed MRDSM and its MML, termed MDSL. MRDSM renders
interoperable databases managed by MRDS system that is the relational DBMS of Multics system
(Multics Relational Data Store /MRD82/). Most of the new functions of MDSL are still unknown to
other languages.

MDSL is an extension of the MRDS manipulation language DSL. This language is particular to the
MRDS system, although its syntax is rather typical of relational languages, it is somewhere
between QUEL and SQL. Nevertheless, it is clear today that the future standard language for a
relational database will be SQL. This language is therefore at present the best basis for
multidatatabase interoperability.

Below, we present the multidatabase extension of SQL, termed MSQL (Multidatabase SQL)
intended for this usage. Any function of SQL is by definition the function of MSQL. New
functions are designed for non-procedural manipulation of data in different and basically mutually
non-integrated SQL databases. This means that the user wish (informal query) should usually
become a single MSQL statement. The overall design of MSQL. is based on that of MDSL, with
adaptations to SQL syntax and semantics. The definition of SQL used is mainly that of ISO /SQL86/
and of DB2 dialect /DAT83/. We assume these definitions known and the main properties of SQL
that result from them. The new possibilities that MSQL statements provide for interoperability are
as follows :

- the single statement table creation or alteration in any number of databases and the import of the
database, table or column schemas;

- the retrieval or the modification involving the joining of data in different database schemas;

- the broadcasting of a retrieval or of a modification over any number of databases where data with
similar meanings have the same or different naming rules, decompositions into relations or value
types.

- the dynamic transformation of actual attribute meanings, units of measure etc., into user-defined
value types that may be retrieved or used for update expression (some restrictions apply to
updates);

- the interdatabase queries for data flow between databases;

- the dynamic aggregation of data from different databases using various new standard (built-in)
functions.

- the creation of multidatabase views and of virtual databases over such views;

- the creation of auxiliary objects like triggers, stored queries and transactions (procedures).
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Section 2 presents MSQL data definition statements. Section 3 deals with functions for
multidatabase retrieval and update. Section 4 presents the views. Interdatabase queries are
discussed in Section 5 and auxiliary objects in Section 6. Section 7 concludes the MSQL
description. ’

2. DATA DEFINITION
2.1 Introduction

As /ANS75/, in what follows the term database represents a (logical) model of a certain company
(also called universe, real universe, real world, or world in some implementations of Prolog
/MARS6/). It should not be confused with a meaningless physical storage structure called (physical)
database in some implentations, (DB2 in particular /DAT83/) or with the physical concept of a site
(network node). The databases are usually meaningfully named upon their universes, like database
AIR FRANCE and the databases in the Appendix and unlike "physical" databases and sites (ex. the
sitc name GCAM of AIR FRANCE database is meaningless for database users). Finally, the

databases are defined by their schemas and daté models, no matter how they are implemented
internally. For instance, a database implemented using IMS, but where the user perceives data as
tables manipulated using SQL is a relational database (note : this is in particular the approach in
/DAT83/). Below, we deal with relational and SQL databases only.

The relational database design follows the idea of integration. The basic data structure for the
integration is a table that is a set of named columns whose values are atomic and of the same value
type. Data about all (real) objects (entities or relationships) of the same type are supposed to be
integrated into the same table. The objects of type Suppliers are for instance supposed to constitute
a single table usually named S. The price to pay is that each object has to be modelled basically
through exactly the same column names and value types, unless null values are used with all the
problems they create. The reward is the simplicity of relational languages for interactive usage that
disappears otherwise. ' '

Ex, 2,1 If all suppliers are described by the same table S, then the wish to select all data about all
suppliers leads to the simplest possible SQL query :

SELECT *
FROM S

If however the suppliers were in i > 1 tables, for instance one per department the suppliers deal
with, then the expression of the same wish will need i queries like the above one in any relational



database language. If i is large, the ixsage of SQL becomes laborious since it is highly procedural,
if i is unknown then the wish cannot be expressed at all.

The queries using column names may in addition differ in formulation if table schemas are
particularized. Aggregate operations like GROUP BY or SUM etc. may further be impossible to
express if tuples to aggregate are in different tables. While the departments of Ex. 2.1 may
therefore find it necessary to be integrated into a single table, they may remain unhappy with the
compromises they had to adopt to get the common schema. This is in fact the situation for many
actual applications. '

In a multidatabase environment the integration principle is naturally applied up to the level of a
database. Afterwards, as data are in several databases that are naturally. autonomous, the objects of
the same type may be modelled by several tables. These tables may bear the same or different
names and may have the same or different columns. If the users use the same natural languages and
the administrators work in some cooperation, as is usual in an enterprise or even when
organizations compete for customers, then the usual situation is as follows :

- some tables and colums designate the same things using the same name and value types (ex. price
is called price in all tables and value type is FFr). This unicity may result from some cooperative
standards adopted by the autonomous administrators.

- some tables have in contrast particular names and/or bear columns particular to the database.
These colums may have a particular name (ex. prices) or a particular value type (ex. price with
VAT included) or even may have no semantic equivalent in other databases (no notion of price at
all). ‘

- some real objects may be modelled by only one table, while some other may correspond to tuples
in several tables (ex. a supplier working for several departments). The values may be duplicated, or
may differ in precision, or may have no objective (univocal) relationship or may clcaﬂy contradict.

This "right to be different" seems highly appreciated by users and appears to be the motivation
for the current trend towards multiple autonomous databases, instead of a single integrated one
(more importanf than physical performance considerations). Though different tables may then be
sometimes presented through a view as a single table, this approach does not seem the natural issue
(both conceptually and technically because of update problems). The natural goal seems rather to be

an extension of relational principles and statements to sets of tables that may appear
’ Qub1ect to such needg in the 11e3
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dUle llllpllLllly or
explicitly subject to a common statement will be called multirable. In Ex. 2.1, the multitable

would consist of all the supplier tables of all departments and could of course span over multiple



databases. The application of the relational principles implies in particular that a manipulation of a
multitable should be expressible through a single statement, at least whenever the same statement
would apply if data in a multitable were integraied into a table. In this sense the manipulation of
multitables would become as simple as that of tables. The tables of a multitable become
interoperable providing the user both relational simplicity and better recognition of his autonomy.

MSQL is designed particularly with this goal in mind, as it was also implicitly the goal of MDSL
/LIT86b/. SQL possibilities are extended to multitables whenever it appears useful to do so. In
particular, they make it possible to create multitables at data definition level and to form multitables
corresponding to various wishes dynamically in queries. The corresponding functions and
constructs of MSQL will now be progressively introduced.

2.2 Statements

As in SQL, the basic construct for data manipulation and definition in MSQL is a statement. By
definition, any SQL statement is an MSQL statement. In what follows, we present only the
statements and clauses relative to the logical level of data. The details relative to storage space,
physical clustering, network access are assumed system-specific.

The data definition statements of MSQL that are extended with respect to SQL are as follows :

CREATE TABLE CREATE DATABASE CREATE MULTIDATABASE
CREATE VIEW

ALTER TABLE ALTER VIEW

ALTER MULTIDATABASE

DROP TABLE DROP DATABASE DROP MULTIDATABASE
DROP VIEW

We defer the discussion of the statements relative to views to Section 5, as they require the
knowledge of MSQL data manipulation statements. Some statements for the definition of auxiliary
database objects will also be shown in Section 6.

2.3 Naming rules
SQL makes possible to name two data types that are columns (attributes), also called fields and

tables. MSQL allows us to name the domains, the databases and the multidatabases. To refer to
data or variable names, statements contain designators. Data designators in SQL, are column, table















































































































